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“Tiger got to hunt, bird got to fly;
Man got to sit and wonder ’why, why, why?’
Tiger got to sleep, bird got to land;
Man got to tell himself he understand.”

— Kurt Vonnegut Jr.





Abstract

In this work, Compressed Sensing is introduced from a Statistical Physics point of
view. Following a succinct introduction where the basic concepts of the framework
are presented, including necessary measurement conditions and basic signal recon-
struction methods, the typical performance of the Bayesian reconstruction scheme
is analyzed through a replica calculation shown in pedagogical detail. Thereafter,
the main original contribution of this work is introduced — the Bayesian Online
Compressed Sensing algorithm makes use of a mean-field approximation to simplify
calculations and reduce memory and computation requirements, while maintaining
the asymptotic reconstruction accuracy of the offline scheme in the presence of ad-
ditive noise. The last part of this work are two extensions of the online algorithm
that allow for optimized signal reconstruction in the more realistic scenarios where
perfect knowledge of the generating distribution is unavailable.

Keywords: Compressed Sensing; Bayesian inference; Statistical Physics; Repli-
cas; Online algorithms





Resumo

Neste trabalho, Compressed Sensing é introduzido do ponto de vista da F́ısica Es-
tat́ıstica. Após uma introdução sucinta onde os conceitos básicos da teoria são a-
presentados, incluindo condições necessárias para as medições e métodos básicos de
reconstrução do sinal, a performance t́ıpica do esquema Bayesiano de reconstrução
é analisada através de um cálculo de réplicas exposto em detalhe pedagógico. Em
seguida, a principal contribuição original do trabalho é introduzida — o algoritmo
Bayesiano de Compressed Sensing Online faz uso de uma aproximação de campo
médio para simplificar cálculos e reduzir os requisitos de memória e computação,
enquanto mantém a acurácia de reconstrução do esquema offline na presença de
rúıdo aditivo. A última parte deste trabalho contém duas extensões do algoritmo
online que permitem reconstrução otimizada do sinal no cenário mais realista onde
conhecimento perfeito da distribuição geradora não está dispońıvel.

Palavras-chave: Compressed Sensing; Inferência Bayesiana; F́ısica Estat́ıstica;
Réplicas; Algoritmos Online





Notation

Sets, Vectors and Matrices

x, y, z Scalars

x = (xi), y = (yi), z = (zi) Vectors

A,B,C Matrices

xi i-th component of vector x

Aµi ≡ Aµi Element at the µ-th row and i-th
column of matrix A

x/i = (x1, . . . , xi−1, xi+1, . . . , xN) All components of x except xi

Functions and Random Variables

f(x)∝ g(x) f(x) = kg(x) for some constant k

log(x) Natural logarithm loge(x)

Dx = 1
√

2π e
−x2
/2 dx Gaussian measure

H(x) = ∫
∞

x Dz Complementary error function

x ∼ P (x) x is a random variable distributed
according to P (x)

x ∼ P (x) x is a random vector distributed
according to P (x)

P (x∣I) Probability distribution of x
conditioned on I

P (x;θ) Probability distribution of x
parameterized by θ = (θi)

N (x̄, σ2) ≡ N (x; x̄, σ2) = 1
√

2πσ2 e
− 1

2σ2 (x−x̄)
2 Normal distribution with mean x̄ and

variance σ2

⟨f(x)⟩P (x) = ∫ dxf(x)P (x) Expected value of f(x) with respect to
P (x)
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Introduction

It has become commonplace talking about the recent “information explosion” or
“data deluge”. These expressions refer to a much faster growth in data production
compared to all available data storage. The divergence is even more evident if data
production is compared to data processing capacity [30]. In 2007, the amount of
produced data was for the first time larger than the available storage (264 Exabytes
= 264×1018 bytes). Fast-forward to 2011 and humanity had already produced twice
the data that could be stored. This state of things begs for more efficient ways of
producing and storing data [62, 63, 119].

The Nyquist rate1[94, 113] is a concept present in virtually all signal acquisition
protocols used in consumer electronics and medical imaging devices, among others
[23]. Unfortunately it implies the necessity of a high sampling frequency [27], which
means a especially high demand if we consider the now pervasive high definition
registers.

But natural and man-made signals tend to be compressible, which means their
innate redundancies allow them to be expressed as a small number of combinations
of some elemental components — they are sparse (or quasi-sparse) in some basis.
Common examples are digital images which can be transformed from its usual 2D
spacial representation to a wavelet representation where a large fraction of its com-
ponents is very close to zero. In these cases, ignoring these components make little
difference to the visual perception of the image (see Figure 2 for a simple example).
In fact, compression methods such as JPEG and JPEG2000 are based on similar
theoretical grounds [118]. In the last decades a lot of effort has been directed to the
development of compression techniques which allow the sampled data to be rewrit-
ten to a reduced number of bits. This way, a typical current measurement process
usually means the gathering of a lot of redundant (one might even say unnecessary)

1The works of Nyquist in 1928 [94] and Shannon in 1949 [113] demonstrated that if a signal has
a maximum frequency of B Hertz it is completely determined by a set of samples spaced 1/(2B)

seconds apart. Equivalently, in a limited-band channel a signal of maximum frequency B could be
exactly reconstructed from uniformly spaced samplings with frequency fs > 2B [27]. This is what
is now know as the Nyquist-Shannon sampling theorem or the cardinal theorem of interpolation
and the critical sampling rate is called the Nyquist rate.
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data followed by a discard of a large part of it through a compression algorithm so
it can be more effectively stored or transmitted, implying additional computational
costs. Using a digital image as an example once again, a typical camera has millions
of imaging sensors (pixels) in its CCD or CMOS sensor but the picture it produces
is encoded in just hundreds or thousands of kilobytes. This means superfluous costs
on the gathering and processing of the data. When talking about medical imaging
which might include radiation, this also means health costs on the long run for the
patients.

Between 2004 and 2006, Candès, Tao e Donoho [19, 21, 22, 33, 34] showed that
sparse signals could be exactly reconstructed with below-the-Nyquist-rate sampling.
Moreover (and perhaps what makes it so intriguing) the reconstruction could be
done in non-adaptive fashion. These seminal works gave rise to the family of tech-
niques called Compressed Sensing2 (CS) [51]. It should be noted that the word
“sampling” has a twist, though — in CS a sample of the signal is obtained by cal-
culating its inner product against different test functions. It is a different paradigm
from the usual point sampling. Compressed sensing is a framework for signal gath-
ering and processing which presents itself as a successful resource that has produced
many techniques for efficient information extraction [116]. CS utilizes the fact that
real-world signals can typically be represented by a small combination of elemental
components [23, 64] to eliminate the data redundancy directly in its acquisition. In
a standard scenario, CS utilizes this property to enable the recovery of signals from
much fewer samples (or linear measurements) than required by the Nyquist-Shannon
theorem [33, 39, 51].

In its beginnings, the idea of Compressed Sensing was of such novelty that,
according to Schulz et al., an earlier paper outlining it was rejected because “its
claims appeared impossible to be substantiated” [112]. More than a decade later
the field of CS and its many ramifications have gained enormous popularity among
scientists of several disciplines (see Figure 1) and several journals have allocated
special editions for this and other related topics [49, 116]. As a consequence, the
concept of CS is now spreading in various directions. For instance, in a remote
sensing situation where a sensor transmits data to a data center placed at a far
distance, the amount of data to be sent through a narrow band communication
channel may be the biggest hindrance to efficient signal processing — as a practical
solution to such a difficulty, 1-bit CS is a proposed scheme for recovering sparse
signals by using only the sign information of the measurement results [14, 136, 137].

2In the literature, alternative names to Compressed Sensing are Compressed Sampling, Com-
pressive Sensing and Compressive Sampling. Luckily all can be abbreviated to CS.
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Figure 1: Number of published papers and citations counts for works related to Compressed
Sensing. The search was done on the Web of Science database with the string: “TS =
( ((parsim* or spars*) and (represent* or approx* or sol* or convex) and (pursuit or
dictionary or transform)) or (compres* and (sens* or sampl*) and (spars* or parsim*))
)”. This graph corresponds to an updated version of Figure 2 of [49].

Another variation can be utilized when multiple signals are observed in a distributed
manner. In such cases, the signal recovery performance can also be enhanced by
exploiting information on correlations among the signals — this is referred to as
distributed CS [5, 43, 114, 134].

In this thesis we explore the possibilities and limitations of another variation of
CS, which we call Bayesian Online Compressed Sensing. There is a vast literature
on Bayesian schemes for CS (e.g. [75, 100, 122]) and their reconstruction have been
thoroughly examined, not least by the Statistical Physics community [74, 101, 137].
Here, in the online scheme, to minimize the computation and memory costs as much
as possible, measured data are used for signal recovery only once and discarded
thereafter. This approach towards information processing is a promising technique
for when devices of low computational capability are used for signal recovery; such
situations can arise in sensor networks, multi-agent systems, nano-devices, and so
on.3 It is also advantageous when the signal source is time-variant. Computation
intensive tasks such as magnetic resonance imaging where real-time reconstruction is
desirable [79] can also be benefited by such a scheme. Another possible application
domain is simulation science — recent development of high-performance computing
resources significantly increases the size of data produced by computer simulation
such as in computational fluid dynamics, making it more and more difficult to store
the entire set of raw data in a hard disk [109]. The online scheme would be highly

3Recently the concept of mini-batch learning [15], which is an interesting compromise between
online and offline learning, has also found its way to the CS scenario [81]. This possibility is not
considered here.
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useful as a technique for extracting fundamental components of the dynamics out of
the raw data in situ, which may free us of the limitation of data storage. Historically,
online information processing was actively investigated by the physics community
more than two decades ago in the context of learning by neural networks [13, 69,
72, 95, 107, 108, 126, 128]. We hope this work bridges the gap between those results
and Compressed Sensing, arguing for the utility of sparsity knowledge in online
Compressed Sensing reconstruction.
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(a) Original image

(b) Image after compression

(c) Ordered wavelet coefficients. The
vertical line delimits the largest compo-
nents kept in the compressed image.

(d) Wavelet coefficients. The horizon-
tal line delimits the minimum coefficient
value for which components were kept.

Figure 2: Yokohama (Japan) skyline. The compressed image (b) was obtained from the
original image (a) after selection of only its largest 10% Haar wavelet transform coefficients
((c) and (d)). All other coefficients were set to zero and a inverse transform produced (b).





How this thesis is organized

Chapters 1 and 2 provide a pedagogical overview of Compressed Sensing and Sta-
tistical Physics.

Chapter 1 introduces Compressed Sensing along with main theoretical results.
There is an ever-growing literature on the subject and this thesis does not attempt
to cover all the important topics of interest in the Compressed Sensing community.
Instead, only results deemed necessary for a broad understanding of the theory will
be presented, in order to allow for the introduction of the Bayesian reconstruction
scheme along with the Online Compressed Sensing algorithm.

In Chapter 2, Bayesian techniques are introduced and connected to Statistical
Physics. A detailed calculation of the typical reconstruction error in the Bayesian
reconstruction scheme is obtained through the replica method. There are not many
examples in the literature of full calculations of this kind, so there is the expectation
that this chapter might prove itself useful for someone tackling a replica calculation
for the first time.

Chapters 3 and 4 consist of the two main original contributions of this thesis,
each of them the result of a different collaboration.

Together with Professor Yoshiyuki Kabashima of the Tokyo Institute of Tech-
nology and in collaboration with the late Professor Jun-ichi Inoue, an online recon-
struction scheme for Compressed Sensing was developed. This scheme [105] forms
the bulk of Chapter 3 of this thesis. There it is explained as a continuation of the
works of Opper and others in Bayesian online learning. A macroscopic analysis of the
reconstruction is then provided, with and without measurement noise/information
degradation. The macroscopic variables that appear in this section are the same as
the replica overlap variables from Ch. 2, allowing direct comparisons to be made.

The Online Compressed Sensing algorithm above performs the best with perfect
knowledge of the signal generating distribution (encoded in the prior distribution).
To extend this work to more realistic scenarios where this knowledge is often not
available, Chapter 4 introduces two alternative techniques for hyper-parameter
learning developed in collaboration with Professor Renato Vicente [106]. They both
draw heavily from offline reconstruction schemes already available, but their use in
an online setting is new, as far as we know.

23
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Compressed Sensing
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1.1 Introduction
Given a N -dimensional signal x0 ∈ RN with at most K non-zero components1, M
linear projections uµ0 are produced according to

uµ0 = Aµ ⋅x0, µ = 1, . . . ,M. (1.1)

All measurement vectors Aµ ∈ RN can be chosen at will and are known to us; the
projections uµ0 , at least as a rule, are not. What we do have access to are the
measurements

yµ ∼ P (yµ∣uµ0) (1.2)

for µ = 1, . . . ,M (Figure 1.1). The probability distribution P (y∣u) models the kind
of measurement apparatus available and/or its limitations, such as the presence
of noise or the modulation of u by whatever function f(u). The simple identity
function f(u) = u is by far the most used in theoretical CS problems — its use is so
pervasive that this setting became known as Standard CS.2 In a noiseless scenario,
this can be represented by P (y∣u) = δ(y − u), while corruption of information by
additive Gaussian noise, i.e. y = u+ξ, with ξ ∼ N (0, σ2

n) for some variance σ2
n, would

correspond to P (y∣u) = exp [−(y − u)2/(2σ2
n)] /

√
2πσ2

n. In this text, these will be
referred to as the noiseless and noisy Standard CS cases, respectively.

x0 A

u y
P (y∣u)

Figure 1.1: Schematic representation of the measurement process in CS. The sparse signal
x0 is projected onto a (known) random measurement vector A. The result u = A ⋅x0 goes
through a (possibly noisy) channel P (y∣u) from which the measurement y is obtained.

Compressed Sensing is a quintessential statistical inference problem. The two
stages (in no particular order) of a typical CS problem can be briefly described as:

1In this case we say x0 is a K-sparse vector ; more commonly, though, it is simply called sparse.
2In appendix B a more complex function f(u) = sgn(u) will be introduced to account for

situations of limited storage capacity. This scenario is called 1-bit Compressed Sensing.
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• Elaboration of a non-adaptive reconstruction method to recover x0 from the
measurements yµ, µ = 1, . . . ,M , and the knowledge of all Aµ;

• Construction of a series of measurement vectors Aµ that makes the measure-
ments meaningful and, therefore, the reconstruction possible and efficient.

The most basic question of the entire research field is: what is the minimum num-
ber M of linear projections for which we can recover x0 from the data DM ∶=

{(yµ,Aµ)}Mµ=1 within some reasonable error threshold? The “compressed” in Com-
pressed Sensing comes from the fact that it has been shown that exact recovery can
be done for M < N (for properly chosen vectors Aµ and for specific reconstruction
algorithms) [19, 21, 33].

If all measurement vectors were to be stacked on top of each other, one would
obtain a sensing (or measurement) matrix A = (Aµi ). Here, Aµi is the i-th component
of Aµ. In this notation, the general Compressed Sensing problem can be stated as
a linear system

u = Ax0. (1.3)

As mentioned earlier, the construction of the measurements vectors Aµ (and by
consequence the construction of the sensing matrix A) is one of the challenges of
CS. In general, anything is allowed, though it quickly becomes obvious that some
classes of matrices are more efficient than others. The main interest of this work
resides in the first of the two stages described above, i.e. in elaborating on the signal’s
reconstruction approaches. For this reason, discussions regarding the choices of the
sensing matrix will be only briefly discussed.

1.2 Basic signal reconstruction: LASSO
In this section we will consider what is arguably the most relevant signal reconstruc-
tion technique for Compressed Sensing — the `1-norm minimization scheme called
LASSO. Besides its historical importance (being at the center of all seminal works)
it has interesting geometrical interpretations. Let us begin then with the noiseless
Standard CS problem, namely, y = Ax0.

From linear algebra we know that such a system with M < N , having more
unknowns than equations, has infinitely many solutions.3 For any experimenter
that would be a major annoyance since their interest is in getting only the solution
that would represent the best signal reconstruction possible. In cases like this, a

3It is assumed here that A is a full-rank matrix otherwise it could be that the system would
have no solution at all.
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typical approach to narrow the choice to one well-defined solution is to choose a
penalty function J(x), apply it to the entire set of possible solutions, and choose
the vector x̂ which is the least penalized of all. This can be defined as a general
optimization problem (PJ):

(PJ) ∶ min
x
J(x) s.t. y = Ax, (1.4)

where the choice of the penalty J(⋅) will be determinant to define what solutions
x̂ we might obtain. The constraint y = Ax to the right of the expression guaran-
tees that we will only obtain solutions x̂ that satisfy all available measurements.
To give a concrete example, a particularly common choice for J(⋅) in problems of
this kind (and especially in various fields of engineering) is the Euclidean norm
`2(x) ≡

√
∑
N
i=1 ∣xi∣

2. Its widespread use lies in its simplicity — the resulting opti-
mization has a closed-form solution which correspond to the pseudo-inverse solution
x̂ = AT (AAT )−1y. This solution also has the mathematically desirable property of
uniqueness, which results directly from the use of a convex penalty function.

Norms4 other than the Euclidian `2 can be defined for p ≥ 1 as

`p(x) ∶= (∑
i

∣xi∣
p)

1/p

. (1.5)

4A norm on the vector space V over a subfield F of the complex numbers is a function h ∶ V →R
with the properties [98]:

For all a ∈ F and all u, v in V ,

(a) (absolute scalability) h(av) = ∣a∣h(v),

(b) (triangle inequality) h(u + v) ≤ h(u) + h(v),

(c) If h(v) = 0 then v = 0.
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These so-called `p-norms are also convex. But of even more interest for this text is
the same expression above, but for 0 < p < 1, even though in these cases it does not
correspond to real norms5. With this in mind, we define (Pp) as the optimization
problem (PJ) in which J(⋅) = `p(⋅).

Now, to see how the solutions to (Pp) may have very different properties for
different p, suppose we are given a point z0 and we want to find the best approx-
imation to it that resides in some affine space6 F minimizing the norm `p, i.e. we
want to find ẑ ∈ F that minimizes ∥ẑ − z0∥p ∶= `p(ẑ − z0). The best approximation
to z0 in F can be found by growing a `p-sphere centered on z0 until it intersects
with F — this will be the point where ∥ẑ − z0∥p is minimum. Figure 1.2 shows
this procedure in two dimensions, in which the affine space F is a straight line. It
is possible to see that the solutions for different p have very different characteris-
tics — typically, minimizing the norm `2 results in finding solutions in which the
approximation error is spread among the two axis; on the other hand, norms `1

and `1/2 return approximations with some coordinates set to zero — if you may,
sparse approximations of z0. In fact, the solution to (Pp) with any p ≤ 1 tends to
be sparse. Clearly, the limiting case is the use of the “counting norm” here defined
as `0(x) = limp→0 `p(x) ∶= #(i ∶ xi ≠ 0), i.e. the number of elements different from
zero7. Its use as a penalty function results in the sparsest solution of all.

(a) p = 2 (b) p = 1 (c) p = 1/2

Figure 1.2: `p-spheres in two dimensions. The crosses mark the best approximations for
z0 (origin) in the affine spaces F (dashed lines), i.e. the intersections between F and the
spheres. Note how for p ≤ 1 the best approximation lies over one of the axes, so that one
of the z0 components is correctly identified as zero; for p = 2 the approximation error is
split between the two components.

Therefore, since Compressed Sensing deals with sparse signals, a seemingly natu-

5When 0 < p < 1, definition (1.5) violates the triangle inequality.
6“An affine space is nothing more than a vector space whose origin we try to forget about, by

adding translations to the linear maps.”[11]
7This one is also not a real norm since it does not satisfy the scalability property: for t > 0,

∥tx∥0 = ∥x∥0 ≠ t∥x∥0 [48].
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ral approach would be to attempt to recover x0 by solving the optimization problem
(P0):

(P0) ∶ min
x

∥x∥0 s.t. y = Ax, (1.6)

after all, by definition, solutions to this optimization would be the sparsest possible.
An interesting parallel [99] can be drawn between this scenario and the Occam’s
razor, which is often loosely stated as the maxim “entities should not be multiplied
beyond necessity”. Here, this would be something like “one should not consider
more non-zero elements than necessary to explain all the measurements”. While the
viability of (P0) has been considered for many years, it poses many challenges that
have inhibited its widespread use. For example, it is very hard to prove uniqueness
of solutions except for very specific matrices A and even when a possible solution is
found, it is not easy to perform any tests to verify that this solution is actually the
global minimum [48]. In fact, for a general matrix A, to even find an approximation
to the true minimum is a NP-hard problem of exponential complexity which requires
brute force and exhaustive searches over all subsets of columns of A. [89, 22]. For
these reasons, and considering that all norms `p for 0 < p < 1 are also not convex,
the convex relaxation problem (P1), known as Basis Pursuit (BP) [25],

(P1) or (BP) ∶ min
x

∥x∥1 s.t. y = Ax, (1.7)

becomes a particularly interesting choice for Compressed Sensing.
Now let us consider the more realistic setting of noisy standard CS, i.e. y =

Ax0 + ξ where each noise component ξi, i = 1, . . . ,M , is sampled from a Gaussian
distribution with zero mean and variance σ2

n. In this case, one cannot expect to
find a solution x̂ that satisfies the hard constraint y = Ax̂; nevertheless, it is indeed
possible to find x̂ such that y and Ax are close enough. Start by establishing a
thresold ε such that any vector x that satisfy ∥y −Ax∥2

2 < ε is a possible solution.
This relaxation in the constraint gives rise to an alternate version of the optimization
problem (P1) called Basis Pursuit Denoising (BPDN) [25]:

(BPDN) ∶ min
x

∥x∥1 s.t. ∥y −Ax∥2
2 < ε. (1.8)

If one exchanges the location of the constraint, the BPDN formulation is completely
equivalent to the LASSO (Least Absolute Shrinkage and Selection Operator)8 [120]:

8There is an interesting historical trivia mentioned by Elad [48]:

“LASSO was conceived by Friedman, Hastie, and Tibshirani, three researchers from
the statistic department at Stanford University. This took place around the very
same time the Basis-Pursuit was invented for signal processing purposes by Chen,



31

(LASSO) ∶ min
x

∥y −Ax∥2
2 s.t. ∥x∥1 < S, (1.9)

or, in its Lagrangian formulation,

(LASSO′
) ∶ min

x
∥y −Ax∥2

2 + λ∥x∥1. (1.10)

Here, one is strictly minimizing the squared reconstruction error ∥y −Ax∥2
2, but the

regularization term λ∥x∥1 enforces sparsity. Of course, the shrinkage parameter λ

must be chosen appropriately since its value is highly influential on the reconstructed
signal — there is a direct relation between λ and the number of non-zero coefficients
in the estimate, which is reflected on the prediction accuracy and parsimony [47].
The choice of λ is a common practical issue that has been answered in several
different ways which include calculation of its best value through cross-validation
procedures [120] or direct calculation of an ideal number of non-zero covariates by
adding one at a time in a recursive manner [47].

1.3 Building a sensing matrix
In fact, `1-minimization programs have a long history that goes back at least to
the 1970s [26, 110], but it was only in the 2000s that the exact equivalence of (P0)

and (P1) was demonstrated [35, 50, 59, 123]. This equivalence must be understood
properly and, for that, it is necessary to introduce the Restricted Isometry Property
(RIP) [20].9

A matrix A satisfies the RIP of order k if there exists a constant δk ∈ (0,1) such
that

(1 − δk)∥x∥2
2 ≤ ∥Ax∥2

2 ≤ (1 + δk)∥x∥2
2 (1.11)

holds for all k-sparse vectors x (i.e., vectors with at most k non-zero coordinates).
Essentially, the definition means any matrix A that satisfies the RIP of order k
would approximately preserve the norm of a k-sparse vector (alternatively, it would
preserve the distance between two (k/2)-sparse vectors). Now assume that δ2k <
√

2 − 1. Theorem 1.2 of [20] affirms that the solution x̂ of (P1) obeys both

∥x̂ −x0∥1 ≤ C0∥x0 −xk∥1 (1.12)

Donoho, and Saunders — from the same department (actually, the same corridor!!).”

9The following remarks follow closely the work of Candès [20] and Candès and Tao [22].
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and
∥x̂ −x0∥2 ≤ C0k

−1/2∥x0 −xk∥1, (1.13)

where xk is an approximation of x0 in which only its k largest components were
maintained — all other N − k smallest components set to zero. Also above, the
constant C0 is given by C0 = 2 [1 − (1 −

√
2)δ2k] / [1 − (1 +

√
2)δ2k]. Note the im-

portant corollary: if x0 is k-sparse itself, then provided that A satisfies the RIP of
order 2k, the signal can be recovered exactly. Otherwise, the reconstruction error
is bounded by the `1-distance between the original signal x0 and its best sparse
approximation xk. And now the equivalence of (P0) and (P1) can be effectively ex-
plained. The results above demonstrate that whenever δ2k <

√
2 − 1, the solution to

the `1-minimization problem is exactly the same as the one for the `0-minimization
problem [20].

A similar result can be obtained for the relaxed threshold minimization BPDN.
Consider once again the constant δ2k <

√
2 − 1 and now also the additive noise ξ

constraint ∥ξ∥2 ≤ ε. The solution to the BPDN problem obeys

∥x̂ −x0∥2 ≤ C0k
−1/2∥x0 −xk∥1 +C1ε, (1.14)

where C1 = 4 [
√

1 + δ2k] / [1 − (1 +
√

2)δ2k].
Although brief, the discussion above makes clear the importance of the RIP —

most guarantees for the success of reconstructions schemes such as the ones presented
in the previous section are stated in terms of this property10. In fact, these results
gave rise to what is now the entire field of Compressed Sensing. But the challenge
remains of building such a matrix. In this text it will be assumed that random
matrices with each individual element sampled from a Gaussian distribution satisfy
all necessary conditions for the validity of the results above with overwhelming
probability. This is correct [51] but will not be proved here. The interested reader
is directed to [22] for a rigorous proof. Therefore, in the remainder of the text all
elements of the sensing matrices A will be considered as independent samples from a
Gaussian distribution, i.e. Aµi ∼ N (0,N−1), unless explicitly stated otherwise. The
simplicity of these matrices has made their use standard in the field, so that the
results obtained here will be of sufficient generality.

10Sometimes, they can also be posed as consequences of some other related concepts, such as
the coherence of a matrix — the largest absolute inner product between any of its columns [18]
—, or its spark — the smallest number of linearly dependent columns it has [35].
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1.4 CS in action (1): Merging the concepts

In this section we will review the theoretical considerations presented above regard-
ing the reconstruction algorithms and the construction of sensing matrices in light
of numerical simulations.

Consider first a typical sparse signal x0 (Figure 1.3), in which only k of the N
total components are different from zero. With sufficient generality, we say each of
these non-zero components is a sample of some distribution g(x), i.e. x0,i ∼ g(x0,i).
It is assumed (and implicitly stated) that all signal components are independent
from each other. This is of course a simplification (see any real-life photograph for a
counter-example), but one very useful in this context — any measurable dependence
could be taken into consideration to strengthen a reconstruction algorithm and ob-
tain even better results [41, 56, 111]. In a sense, this independence assumption
guarantees we are working with the most difficult situation.

Figure 1.3: Typical sparse signal example. Here the total length of x0 is N = 500. Each
of its k = 25 (5%) non-zero components are sampled from a Gaussian distribution centred
on zero with variance 1, i.e. x0,i ∼ N (0,1) (shown rotated in the right). For easier
visualization, the actual value of each non-zero component is circled in blue while all null
components are found over the line.

Now, it may be already clear that the number of measurements affects directly
the quality of the signal recovery. Indeed, for a series of M properly chosen mea-
surement vectors Aµ and noiseless measurements, in the limit where M = 0 no
information at all is obtained while for M = N the system y = Ax is completely
determined and a simple inversion of A would return x̂ = A−1y = x0 perfectly. This
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dependency on M is implicitly stated in the RIP property results above — a sens-
ing matrix A only holds the property if the number of its rows obeys M > ϕ(k;N)

[51], where ϕ is some function dependent on k and N . An important part of the
Compressed Sensing literature focuses on obtaining exact values for the minimum
size M∗ necessary for perfect reconstruction (e.g. [55, 132]).

For now, as an example, consider Figure 1.4 where the problem (P1) (1.7) was
solved for two different values of M . Note that if M is too small (Figure 1.4a),
reconstruction is imperfect; but if M is above a certain threshold (Figure 1.4b),
then the reconstruction error (1/N)∥x̂ −x0∥

2
2 vanishes.

(a) Example of too small M (M = 75). Perfect reconstruction
is impossible with (P1). The reconstructed signal (green) does
not approximate well the original signal (blue).

(b) Example of a sufficiently large M (M = 125), for which
perfect reconstruction (black) becomes possible with (P1).

Figure 1.4: Effect of the number M of noiseless measurements on the reconstruction ac-
curacy of a sparse signal using the `1-minimization scheme for the noiseless standard
Compressed Sensing problem. In these examples, N = 500 and k = 25 (5%). The two cases
above correspond to M/N = 15% and M/N = 25%, respectively.
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To better understand the statistical properties of the `1 reconstruction in the
Compressed Sensing setting, 100 independent simulations of the entire process (sig-
nal x0 generation, measurement matrix A construction and solution of (P1)) were
made for each pair (α, ρ), where α ∶= M/N is the measurement rate and ρ ∶= k/N

is called the sparsity of the signal. The average of the normalized reconstruction
errors

e ∶= 1
N

∥x̂ −x0∥
2
2

∥x0∥
2
2

(1.15)

resulting from these simulations were plotted in a phase diagram (Figure 1.5). Note
that in the upper-left region, the error is null, while in the bottom-right of the
diagram reconstruction is far from perfect. These regions seem to be well separated
— in Chapter 2, we will introduce the replica method, a Statistical Physics technique
that allows an accurate description of such phase transitions in certain limits (N →∞

with ρ ≡ k/N kept constant).

Figure 1.5: Phase diagram of the (P1) or Basis Pursuit problem (1.7) for the noiseless
standard Compressed Sensing problem. Each pair (α, ρ) corresponds to the average of 100
simulations of the SPGL1 implementation [124, 125] with N = 500. The color represents
the normalized reconstruction error e = (1/N)∥x̂ − x0∥

2
2/∥x0∥

2. Note that for sufficiently
large α (i.e. sufficiently large M) the error vanishes for all ρ.



36

For last, let us consider the noisy Standard CS setting. As mentioned above, the
common approach in Compressed Sensing consists in solving the LASSO problem
(1.10). But before any thorough analysis of its results, Figure 1.6 demonstrates the
result of a different minimization, the Ridge Regression/Tikhonov Regularization
minx ∥y −Ax∥2

2 + λ∥x∥
2
2. Despite its strong similarity to the LASSO, the `2 regular-

ization term is not sparsity-promoting — generally, its effect is one of splitting the
error among all components, which in turn have their values reduced [57].11

Figure 1.6: An example of the `2-minimization problem for the noiseless standard Com-
pressed Sensing problem. Here, N = 500, k = 25,M = 125 and the original signal is shown
in blue. While M is large enough for the (P1) reconstruction to work perfectly (Figure
1.4b), the solution of the (P2) minimization shown here in gray is another example of how
the `2-norm splits the error among all components and drives all of them to small values.

As for the solutions to the LASSO, Figure 1.7 compares reconstruction examples
for diverse values of λ in (1.10), in a setting of low signal-to-noise ratio. The number
of measurements was chosen carefully to allow good reconstruction accuracy. When
λ is too large (Figure 1.7a), sparsity is heavily enforced, resulting in more zero
components than ideal; note that even the non-zero components are typically smaller
than they should. When λ is too small (Figure 1.7b), the reconstructed vector
x̂ is not sparse enough — small components sneak in, even though the non-zero
components appear to be well reconstructed. In the limit λ→ 0 (not shown here) it
is clear that the regularization term would have no effect at all. In Figure 1.7c, the

11In addition, it can be shown [92] that in the presence of irrelevant parameters, while the
number of examples necessary to learn a concept with `1-regularization grows logarithmically,
with `2-regularization the number grows at least linearly in the worst-case scenario.



37

ideal value for λ was found through cross-validation.

(a) λ ≃ 40 × λ∗

(b) λ ≃ λ∗/40

(c) λ = λ∗

Figure 1.7: Comparison of the reconstruction accuracy for different values of λ in the
LASSO (1.10). Shown here are simulations of the noisy standard Compressed Sensing
setting, with N = 500, M = 250 and σ2

n = 10−4. The optimal value λ∗ ≃ 2.5 × 10−5 was
found through cross-validation. Note how too large λ means variables are forced to zero,
while for small λ the regularizing effect is visibly small.
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1.5 CS in action (2): Single-pixel camera

Perhaps the practical application of easiest visualization of the Compressed Sensing
ideas is the single-pixel camera developed by researchers from the Department of
Electrical and Computer Engineering at Rice University [133, 42, 117]. The hard-
ware (Figures 1.8a and 1.8b) is remarkably simple: light from a scene goes through
a biconvex lens and an image is formed on an array of L1 × L2 = N movable tiny
mirrors over a plate (i.e. a Texas Instruments’ Digital Micro-mirror Device). Each
of these mirrors can be rotated about a hinge and positioned in either of two pos-
sible positions: +12/-12 degrees relative to the plate, which in their architecture
corresponds to pointing to or away from a second lens. Any reflected light that
shines on this second lens is then focused by it into a single photo-diode, yielding
some integrated voltage count v.

(a) Schematics

(b) Actual hardware

Figure 1.8: Single-pixel camera hardware, taken from [133]
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Any configuration m of all mirrors’ positions correspond to a certain amount of
light reaching the photodiode, and therefore to a specific voltage v(m) as well. We
can assume that mirrors pointing away from the second lens do not contribute to
v(m), and mirrors pointing towards the lens contribute perfectly, reflecting all light
that reaches it. This means we can write the expression for v(m) as

v(m)∝ A(m) ⋅x0, (1.16)

where x0 ∈RN is the flattened scene and A(m) is a vector of ones where the mirrors
are placed in the +12 position and zero otherwise. The number N of mirrors will
be the final number of reconstructed pixels and therefore the resolution of the final
digital image. By randomly generating a number M of different mirror configura-
tions mi, i = 1,2, . . . ,M , one can easily see how Compressed Sensing comes into the
picture.

Figure 1.9 shows some of the photographs obtained with this hardware. By
shining light from a LED source over a printout of the letter R (Figure 1.9a), an
image (Figure 1.9b) is formed at the mirrors/DMD plane after going through the
first lens. For each mi configuration, random parts of this image are reflected by
the mirrors and their light integrated in the photo-diode. All results v(mi) are then
stored together with the mirror configurations A(mi) which generated them, so that
a reconstruction algorithm can then be employed to recover the original scene (the
letter R, in this case). The authors used a tree matching pursuit algorithm [44, 76]
for the recovery and Figures 1.9c and 1.9d show the reconstruction for M = 819 and
M = 1600, respectively.12

(a) Real scene (b) Image at DMD (c) M = 819 (d) M = 1600

Figure 1.9: Single-pixel imaging made possible through Compressed Sensing techniques
(results adapted from [133]). Shown here are real results obtained with the use of the
hardware described above.

12The DMD can be arranged in blocks, so that groups of neighboring mirrors point in the same
direction, thus limiting the “number of pixels” present in the final image. For these experiments,
the authors used only a 768 × 768 square section from the original 1024 × 768 DMD and further
divided the visible part into 64 × 64 = 4096 square groups. Thus, the values of M shown above
correspond to α ≃ 2 and α ≃ 4, respectively.
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One important thing to note is that x0 is not necessarily sparse as it comes —
it just needs to be sparse in some basis. As we have seen before, images tend to be
sparse (or at least compressible) in the Haar basis, so it is possible to write

x0 =Hθ0, (1.17)

where θ0 is the Haar expansion of x0 and H is the Haar matrix. What the authors
have done in their work [42] was to rewrite the LASSO in the following form:

θ̂ = arg min
θ

∥θ∥1 s.t. v = AHθ, (1.18)

where A is a matrix with A(mi) as its rows and v = (vi) is a vector with all photo-
diode counts. In this setup, what is been recovered is not the original scene per
se, but actually its Haar expansion (which is sparse). A final estimate can then
be obtained by x̂ = Hθ̂. Figure 1.10 shows a reproduction of this process through
computer simulations.13

(a) Original (b) Compressed (c) Reconstructed

Figure 1.10: Single-pixel camera simulation. All images are 128 × 128 pixels. (a) The
original image. (b) Compressed image made of the 1600 (≃ 10%) largest Haar expansion
coefficients. (c) Image reconstructed from 6400 measurements (α ≃ 0.4) through solution
of the LASSO scheme (1.18).

This imaging architecture presents a number of features which make it interest-
ing not only from a theoretical point of view, but also as a practical imaging system
[133]: (a) Since there is a single photon detector in the camera, it is possible to
use very sensitive sensors (which would be prohibitively expensive in a full CCD or
CMOS). Thus it might be possible to explore wavelengths that nowadays are not
economically viable. (b) The camera is progressive, in the sense that more measure-

13In the simulations (as well as in the original work), all measurements configurations A(m)

consisting of 0/1 factors were replaced by Rademacher configurations -1/1. By doing that one
must also compensate the measurement values v(m) with v(m) → 2v(m) − v(1), where the first
configuration is obtained with all mirrors in the +12 position, i.e. v(1) = ∑i x0

i .
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ments result in better reconstruction. In fact, since every measurement contains the
same amount of information [31], the camera is robust in the sense that some of the
measurements can be lost without much loss in the final result. (c) Measurements
resemble noise in absence of the knowledge of all A(mi) (i.e. knowledge of the seed
that generated all configurations in the pseudo-random number generator). By con-
sequence, the reconstructed image is encrypted if the seed is stored safely. These
points demonstrate that Compressed Sensing can be more useful than just reducing
the number of measurements necessary for the signal recovery.

The experimental results in this section (and also the theoretical results in this
Chapter as a whole) show the viability of Compressed Sensing as a new signal
acquisition paradigm. In the next chapter the Bayesian recovery scheme will be
introduced, along with Statistical Physics tools to analyze the typical performance
of reconstruction methods.





Chapter 2

The Bayesian approach and
Statistical Physics
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2.1 Introduction
The pedigree of the Bayesian method as a valid inference tool is well established.
In the 18th century, Rev. Thomas Bayes [9] tackled the problem articulated by
Bernoulli [12] of how one could use deductive logic to shed light on the inductive logic
required for everyday life (which is full of situations where one cannot argue with
certainty) [83]. More recently, it has been successfully applied to areas as diverse
as time-series analysis [1, 73], neural networks [103, 91], genetics [65, 104, 138, 66],
crystallography [53], and decision theory [10], among others. To our interest here, it
is noteworthy the introduction of Bayesian reconstruction methods for sparse signal
recovery in the Compressed Sensing literature [122, 75]. In this chapter we will
describe the Bayesian scheme and analyze it from the point of view of Statistical
Physics.

Bayes theorem,1 which can be famously derived (for an example, [68]) from Cox’s
quantitative rules necessary for consistent reasoning and logic in what is called the
Cox’s theorem [28, 29], says that

P (A∣B) =
P (B∣A)P (A)

P (B)
(2.1)

for any propositions A and B. Here, P (A) denotes the probability that proposition
A is true and P (A∣B) is a conditional probability that should be understood as
“the probability of proposition A being true taken into account that proposition B

is true.”2 A proposition might be something like

A ≡ variable X has the value X ′ (2.2)

and in this case one simply writes P (X =X ′∣B) = P (X ′∣B).
All elements in (2.1) have standard names and meanings. On the L.H.S. we have

the posterior distribution, which usually comprises our inference result. P (A) is
called the prior distribution. It embodies all knowledge about the experiment that
does not come directly from the data. The other factor on the numerator on the
R.H.S., P (B∣A), is the likelihood — it is here that we encode any information about
the experiment. The denominator, P (B), is called the evidence. Since it corresponds
to the normalization of the posterior distribution, it is often ignored so that Bayes’

1The present form of Bayes’ theorem is due to Laplace [82] who besides rediscovering its
contents also used it to solve problems in celestial mechanics, medical statistics and jurisprudence
[115].

2P (A∣B) is usually read as “probability of A given B”
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theorem becomes P (A∣B)∝ P (B∣A)P (A). In the CS setting, the prior distribution
might contain information about specific characteristics of the signal, such as how
it is generated, and the likelihood codes information about how measurements are
obtained (such as the fact that they are obtained from linear projections A ⋅ x)
along with information about presence or absence of noise, for example. That is,
the likelihood corresponds to the channel P (y∣u) of expression (1.2). In particular,
the Bayes’ theorem for CS can be stated as

I

³¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹·¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹µ

P (x∣A,y) =
P (y∣A,x)P (x∣A)

P (y∣A)
=

II

³¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹·¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹µ

P (y∣Ax)

III

³¹·¹¹µ

P (x)

P (y∣A)
. (2.3)

The last equality comes from the fact that the prior knowledge of the signal (ex-
pressed numerically in P (x)) does not depend on A in any manner. A possible way
to read this expression is: considering that we have got in hand all measurement
results y (II) and given all we know about how the signal x was generated (III),
what is our best hunch about the actual values of x (I)?

Commonly, in theoretical studies, the signal components x0,i, i = 1, . . . ,N , are
considered to be uncorrelated3 and the predominant sparse-inducing generative
model for the signal is described as

φ0(x) =
N

∏
i=1

[(1 − ρ)δ(xi) + ρg(xi)], (2.4)

where g(xi) is a function with no finite mass at xi = 0 (i.e. all probability that xi is
exactly zero is given by the delta factor). Tipically — but not necessarily —, g(x)
takes the form of a normal distribution N (x,σ2) = (

√
2πσ2)−1 exp[−(x − x̄)2/2σ2],

and (2.4) is then called a Gauss-Bernoulli distribution. Note the implication of
sparsity already in the signal model: since each component will be zero with prob-
ability 1 − ρ, in average only a fraction ρ = k/N of the signal’s components will be
non-zero. In the controlled and ideal scenario where one knows exactly the genera-
tive distribution of the signal, the prior in (2.3) can be equated to this distribution:

P (x) = φ0(x). (2.5)

As mentioned above, a particularly popular noiseless setting is the one with
measurements of the kind y = Ax; in the presence of additive Gaussian noise they
become y = Ax + ξ, where each (ξi)Ni=1 is a Gaussian random variable with zero

3The argument being that correlations could be explored if present and reconstruction would
then become easier. Why then go for easier targets?
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mean and variance σ2
n. These standard CS models can be rewritten as probability

distributions for y (or likelihoods) in the following way:

⎧⎪⎪
⎨
⎪⎪⎩

(noiseless): P (y∣A,x) =∏
M
µ=1 δ(y

µ −∑
N
i=1A

µ
i xi)

(noisy): P (y∣A,x) =∏
M
µ=1

1√
2πσ2

n

exp [−(1/2σ2
n)(y

µ −∑
N
i=1A

µ
i xi)

2] .
(2.6)

It is easy to notice that even though the distributions above are presented sepa-
rately as two different cases, the distribution for noiseless measurements can also be
obtained from the noisy measurement distribution in the limit σn → 0.

With equations (2.6) and (2.4), Bayes’ theorem (2.1) becomes

P (x∣A,y)∝
N

∏
i=1

[(1 − ρ)δ(xi) + ρg(xi)]
M

∏
µ=1

1
√

2πσ2
n

e−(1/2σ2
n)(yµ−∑Ni=1A

µ
i xi)

2 (2.7)

where, once again, one should consider σn → 0 in the absence of noise. The posterior
distribution on the L.H.S. of (2.7) then is all that we can say about the signal
given the information available. But for most cases, it is of interest to have a
simple estimate of the signal, rather than a full distribution. Different estimators
are possible. A common choice is the Maximum-A’posteriori-Probability (MAP)
estimator, which consists in the vector which maximizes the posterior distribution.
In other words, the signal estimate would then be obtained from the posterior by
x̂MAP ∶= maxxP (x∣A,y).4 In this work, though, when we talk about a Bayesian
estimate we will be referring to

m ≡ x̂mmse ∶= ∫ dxxP (x∣A,y), (2.8)

commonly known as the Minimum-Mean-Squared-Error (mmse) estimator. By def-
inition, this estimator minimizes the mean-squared error mse, defined as

mse(z) = ∫ dxP (x∣A,y) ∥z −x∥
2
2 (2.9)

for any vector z. If one takes the derivative with respect to z,

∂mse(z)
∂z

= 2∫ dxP (x∣A,y)(z −x) = 2z − 2∫ dxP (x∣A,y)x (2.10)

and equates the result to zero, then it is trivial to see that the minimum of mse is
indeed expression (2.8).

But how to efficiently calculate m? Let us define the marginal posterior proba-
4For constant/flat priors P (x∣A) = c, this is the same as the well-known Maximum-Likelihood

estimator, which maximizes the likelihood.
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bility distribution for component xi as

Pi(xi) = ∫ ∏
j≠i
dxjP (x∣A,y). (2.11)

With it, each element of the mmse estimator might be expressed as

mi = ∫ dxixiPi(xi). (2.12)

In theory then, once the marginals are available, m is directly obtainable. But
the practical difficulty lies in the exact computation of the marginals Pi(xi), since it
requires exponential time [90], becoming unfeasible for large signals. For this reason,
works in the literature that follow a Bayesian approach have relied on methods to
approximate the marginals and expectations. In particular, graphical modelling
theory [4] provides a very efficient method known as message passing [84], from
which Compressed Sensing specific implementations have been devised [38, 36, 87,
6, 8, 100]. In Appendix A we show a derivation of the implementation presented in
[74, 75] and known as Approximate Message Passing (AMP).

Figure 2.1 demonstrates examples of Bayesian signal reconstructions with the
AMP algorithm for the noiseless standard Compressed Sensing setting. The error
curves on the top right panel shows how different values of the measurement rate α
influence the reconstruction error also in the Bayesian scenario. For the three values
of ρ shown there is a value αc for which every reconstruction with α > αc is perfect
(next section will put this analysis on more firm theoretical grounds). The other
three panels show the difference in reconstruction accuracy for the same signal x0

but different values of α for ρ = 0.2.
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Figure 2.1: Bayesian Compressed Sensing reconstruction with the AMP algorithm (Ap-
pendix A). The curves in the top right panel correspond to the average normalized recon-
struction error of 100 simulations for each value of α of the noiseless standard CS problem
for N = 500 and ρ = 0.1 (green), ρ = 0.2 (light blue) and ρ = 0.4 (blue). Note that for all
three values of ρ there is a value αc for which any reconstruction with α > αc has zero er-
ror. The other three panels are examples of signal reconstructions for ρ = 0.2 and α = 0.1
(top left), α = 0.3 (bottom left) and α = 0.5 (bottom right).

2.2 Statistical Physics and typical performance

In this section we try to characterize the conditions for the Bayesian recovery to
work with sufficient accuracy. In the literature, two distinct approaches are com-
monly found [102]. The first consists in deriving necessary and sufficient conditions
for the recovery to work, using arguments from information theory (e.g. [2, 55, 131])
or direct analysis of specific algorithms (e.g. [20, 22, 132]). The second approach
comes from the Statistical Physics community — the replica method [85]. By draw-
ing parallels between physical systems and the recovery task at hand, this method
allows one to derive statistics regarding the typical (in the sense of occurring with
overwhelming probability) reconstructed signal in the large system size N → ∞

when certain system conditions are satisfied (e.g. k/N kept finite). In particular, by
measuring the expected overlap between the original signal and its reconstruction,
it is possible to obtain the expected reconstruction error of a determined algorithm,
finding its limitations or phase transitions in the phase space of the measurement
rate α and the sparsity of the signal ρ. An example of such a line of argument can
be found in [127].
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In 1975, building up on a technique devised for the study of molecular networks
in rubbers [45], Edwards and Anderson [46] introduced the replica method as a way
to analyze the free energy of disordered systems [93]. Since then, the method has
been used in very diverse settings, such as superconductivity problems [16], large
dual antenna systems [88], combinatorial optimization [84], perceptron learning [52],
and error-correcting codes [127]. Last but not least, it already has an established
(albeit short) history in Compressed Sensing reconstruction analysis that goes back
to 2009-2010 when two papers [70, 58] appeared analyzing the typical reconstruction
error of the `p-reconstruction problems in the large system size limit. It was found
that the dividing line in the phase space α×ρ that was obtained through simulations
shown in Figure 1.5 does indeed correspond to a phase transition — there is a critical
measuring rate αP1

c (ρ) given by the solution to

α = 2(1 − ρ)∫
∞

s
Dz(z − s)2 + ρ(1 + s2), (2.13)

α = 2(1 − ρ)H(s) + ρ, (2.14)

where Dz = (1/
√

2π) exp(−z2/2) is the standard Gaussian measure and H(x) =

∫
∞
x Dz. For α > αP1

c (ρ), the signal can be reconstructed perfectly; for α < αP1
c (ρ) the

mse diverges, indicating an impossible reconstruction regime. The problems (P0)

and (P2) exhibit a much simpler behaviour, with αP0
c (ρ) = ρ and αP2

c (ρ) = 1.

The Replica Method

Consider a Statistical Physics ensemble of many-particle systems, each one with
microscopic state, described by the N -dimensional vector x, which occurs with
probability p(x). To each state is also associated an energy H(x), so that at
thermal equilibrium the ensemble energy E = ∫ dxp(x)H(x) is kept constant. Since
from the second law of thermodynamics the entropy S = ∫ dxp(x) log p(x) must be
at its maximum at equilibrium, one can maximize S subject to E, producing the
Gibbs’ distribution p(x) = (1/Z) exp[−βH(x)], where β is a Lagrange multiplier
determined by E and

Z = ∫ dx exp[−βH(x)] (2.15)

is called the partition function. Key thermodynamical properties of the system can
be obtained from Z and/or the free-energy density f = −(βN)−1 logZ (which, under
the described conditions, should be at its minimum as a function of p(x)).

Let us then make the connection with the inference problem by identifying
p(x) → P (x∣A,y). In the Bayesian formulation (2.7) of the standard Compressed
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Sensing problem, A and y are random variables, making the partition function (and
by consequence the free-energy) a random variable as well. That is, Z = Z(A,y)

is a function of the disorders A and y. Typically, the distribution of the partition
function is broad with long tails even for large system sizes [52], so that its aver-
age can be dominated by rare samples [84]. On the other hand, its logarithm is
well-behaved, making the average of the free-energy

f̄ ∶= −(βN)−1 ⟪logZ(A,y)⟫A,y , (2.16)

an interesting starting point to study typical properties in the system. In the ex-
pression above, ⟪η(t)⟫t is the expected value of quantity η(t) with respect to the
probability distribution of t.

But as the dependence of logZ on A and y can be very complicated, direct
evaluation of ⟪logZ⟫ is in general prohibitively difficult. Nevertheless, the replica
trick [93, 85] is a technique to interchange the average and the logarithm in (2.16)
in a controlled fashion. By taking the identity

logx = lim
n→0

d

dn
xn = lim

n→0

xn − 1
n

(2.17)

one can substitute x for the partition function Z and take the expected value on
both sides, arriving at

⟪logZ⟫ = lim
n→0

⟪Zn⟫ − 1
n

. (2.18)

Although this identity is valid for n ∈ R, the replica trick consists in calculating
⟪Zn⟫ for n ∈N and then after all is done, taking the limit n→ 0. It is not rigorous,
it might seem arbitrary, but it turns out that this average is much easier to calculate.
And somehow it works in many situations [93].

At this stage, we can interpret ⟪Zn⟫ as the partition function of a new replicated
system, formed by n replicas each with its own partition function Zi, i = 1, . . . , n.
Since f̄ cannot be written as a simple sum of single replica terms, it is clear that the
replicas are not independent of each other and do in fact interact. A correlation (or
overlap) matrix Q for the replicas can be introduced and, as it turns out, ⟪Zn⟫ ∼

∫ µ(dQ) exp(Ng(Q)), with g a problem-dependent function and µ the probability
measure of Q. When N →∞, the supremum of Q becomes the only relevant factor
in the integral, but this calculation may be cumbersome. As it turns out, since
the n replicas are equivalent, in many problems the supremum is identical over all
dimensions, i.e. there is replica symmetry, and Q can be parameterized by only
a few order parameters of which the free-energy becomes a function [60]. Finding



51

these parameters then is equivalent to describing the system in its equilibrium —
the extreme of f̄ (calculated over the parameterization of Q) represents typicality.

2.3 Replica calculation for the Bayesian re-
construction

In this section a detailed presentation of all steps described above will be attempted.
Although many of these steps are not rigorous nor have been proved mathematically
even up to present [84], at the end we present a final comparison between the
prescription of the replica method under the replica symmetric assumption for the
Bayesian Compressed Sensing problem and results from simulations, where it will be
made explicit the agreement of both (and, consequently, the accuracy of the replica
method for this scenario).

In the literature there are not many examples of replica calculations performed
in detail (noteworthy exceptions are found in [52, 127]). These calculations gen-
erally follow one or two templates, where a bag of “tricks” is used in standardized
sequence, but the lack of a didactic presentation might make navigation of the works
prohibitively difficult, specially for beginners. As such, we expect that this some-
what lengthy section might be of use to a newcomer to the field.

Starting with the Bayesian Compressed Sensing problem (2.3) with any prior
φ(x) and generating distribution φ0(x0) given by (2.4), the posterior probability
distribution for the signal is

P (x∣A,y) =
1

Z(A,y)
φ(x)

M

∏
µ=1

P (yµ∣Aµ ⋅x) (2.19)

and its partition function,

Z(A,y) = ∫ dxφ(x)
M

∏
µ=1

P (yµ∣Aµ ⋅x). (2.20)

Note that with the exception of the very final steps of the calculation, where
P (yµ∣Aµ ⋅ x) will be forced to assume a specific format, all the rest is of sufficient
generality for any measurement model P (y∣u). Our main objective is to calculate
⟪logZ⟫, for which the replica trick (2.18) is useful in indicating that we can calcu-
late instead the n-th power of Z, Zn(A,y) = [∫ dxφ(x)∏M

µ=1P (yµ∣Aµ ⋅x)]
n. For

general n this might be very complicated, but instead we evaluate this expression
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for integer n,

Zn(A,y) = ∫
n

∏
a=1

[dxa φ(xa)
M

∏
µ=1

P (yµ∣Aµ ⋅xa)] (2.21)

and only at the end “remember” that n should have been real all the time and take
its limit n → 0. With (2.21), the system is now properly replicated. For now, we
would like to evaluate the expected value of the expression above with regards to
the disorders y and A:

Z(n) ∶= ⟪Zn(A,y)⟫A,y = ∫
n

∏
a=1

⎡
⎢
⎢
⎢
⎢
⎣

dxa φ(xa)⟪
M

∏
µ=1

P (yµ∣Aµ ⋅xa)⟫
A,y

⎤
⎥
⎥
⎥
⎥
⎦

. (2.22)

One of the main devices used in replica calculations is the cleverly placed intro-
duction of ones (in multiplications) and zeros (in sums). Here we will multiply the
expression above by 1 ≡ ∫ dx0 φ0(x0), which does not alter its value:

Z(n) = ∫ dx0 φ0(x0)
n

∏
a=1

⎡
⎢
⎢
⎢
⎢
⎣

dxa φ(xa)⟪
M

∏
µ=1

P (yµ∣Aµ ⋅xa)⟫
A,y

⎤
⎥
⎥
⎥
⎥
⎦

(2.23)

Let us now define the replica overlap variables

qab ∶=
xa ⋅xb
N

(2.24)

for a, b = 0,1, . . . , n, and call Q the (n+1)×(n+1) symmetric overlap matrix Q = (qab).
From (2.24), a new set of ones might be obtained as 1 = N ∫ dqab δ(xa ⋅ xb −Nqab)
for any a, b. Any multiplication of these terms is also equal to unity:

1 =∏
a≥b
N ∫ dqab δ(xa ⋅xb −Nqab) = ∫ dQ∏

a≥b
δ(xa ⋅xb −Nqab), (2.25)

where dQ ≡∏a≥bN dqab . Insertion of this identity in (2.23) results in

Z(n) = ∫ dQ∫ dx0

n

∏
a=1

dxa ×

×

⎧⎪⎪
⎨
⎪⎪⎩

φ0(x0)
n

∏
a=1
φ(xa)∏

a≥b
δ(xa ⋅xb −Nqab)⟪

n

∏
a=1

M

∏
µ=1

P (yµ∣Aµ ⋅xa)⟫
A,y

⎫⎪⎪
⎬
⎪⎪⎭

(2.26)

The expression above can be rewritten in a simplified manner. With the defini-
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tion of the measure

P (x0,{xa}∣Q) ∶=
1

V (Q)
φ0(x0)

n

∏
a=1
φ(xa)∏

a≥b
δ(xa ⋅xb −Nqab), (2.27)

where {xa} ≡ {x1, . . . ,xn} is the set of replicated variables and V (Q) is the normal-
ization factor

V (Q) ≡ ∫ dx0

n

∏
a=1

dxa φ0(x0)
n

∏
a=1
φ(xa)∏

a≥b
δ(xa ⋅xb −Nqab) (2.28)

that guarantees ∫ dx0∏
n
a=1 dxaP (x0,{xa}∣Q) = 1, expression (2.26) becomes

Z(n) = ∫ dQV (Q)∫ dx0

n

∏
a=1

dxaP (x0,{xa}∣Q)⟪
n

∏
a=1

M

∏
µ=1

P (yµ∣Aµ ⋅xa)⟫
A,y

.

(2.29)
We also define

ξ(Q) ∶= ∫ dx0

n

∏
a=1

dxaP (x0,{xa}∣Q)⟪
n

∏
a=1

M

∏
µ=1

P (yµ∣(Axa)µ)⟫
A,y

, (2.30)

leading to
Z(n) = ∫ dQ (V (Q) × ξ(Q)). (2.31)

This means we managed to split the calculation of ⟪Zn⟫ into the somewhat simpler
integrals V and ξ. Since in both cases all variables xa, a = 0,1, . . . , n are integrated,
V and ξ are indeed only functions of Q. It was mentioned above that the replicated
system partition function could be written ⟪Zn⟫ ∼ ∫ µ(dQ) exp(Ng(Q)) — the
next steps will be directed to calculate V and ξ separately in order to transform
(2.31) into an expression in this format.

Let us begin with the calculation of V (Q) (Equation (2.28)). All delta functions
in the product ∏a≥b δ(xa ⋅ xb −Nqab) can be expanded onto their integral represen-
tations

δ(xa ⋅xb −Nqab) =
1

2π ∫
+i∞

−i∞
dq̂ab exp [q̂ab(xa ⋅xb −Nqab)] (2.32)

and
δ(∣xa∣

2 −Nqaa) =
1

4π ∫
+i∞

−i∞
dq̂aa exp [−

1
2 q̂aa(∣xa∣

2 −Nqaa)] . (2.33)



54

Their substitution in (2.28) results in

V (Q) = ∫ dx0

n

∏
a=1

dxa φ0(x0)
n

∏
a=1
φ(xa)∏

a

δ(xa ⋅xa −Nqaa)∏
a>b
δ(xa ⋅xb −Nqab)

= ∫ dx0

n

∏
a=1

dxa ∫
n

∏
a=0

dq̂aa
4π ∫ ∏a>b

dq̂ab
2π φ0(x0)

n

∏
a=1
φ(xa)×

× exp [∑
a>b
q̂ab(xa ⋅xb −Nqab) −

1
2

n

∑
a=0
q̂aa(∣xa∣

2 −Nqaa)] .

All exponential terms that are explicitly proportional to N can be readily separated:

V (Q) = ∫

n

∏
a=0

dq̂aa
4π ∫ ∏a>b

dq̂ab
2π exp(

N

2
n

∑
a=0
qaaq̂aa −N∑

a>b
q̂abqab)× (2.34)

× ∫ dx0

n

∏
a=1

dxa φ(x0)
n

∏
a=1
φ(xa) exp(−

1
2

n

∑
a=0
q̂aa∣xa∣

2 +∑
a>b
q̂abxa ⋅xb) .

Now, there are no reasons to believe that the statistics of any signal component x0,i

depend on the index i — when the signal is generated, its generating distribution
makes no distinction between components. The same reasoning can be applied to
the replica components xa,i. This implies that the last line of expression above,
comprising all terms which do not explicitly depend on N , can be factorized as

∫ dx0

n

∏
a=1

dxa φ(x0)
n

∏
a=1
φ(xa) exp(−

1
2

n

∑
a=0
q̂aa∣xa∣

2 +∑
a>b
q̂abxa ⋅xb)

=
N

∏
i=1
∫ dx0,i

n

∏
a=1

dxa,i φ(x0,i)
n

∏
a=1
φ(xa,i) exp(−

1
2

n

∑
a=0
q̂aa∣xa,i∣

2 +∑
a>b
q̂abxa,i ⋅ xb,i)

=

⎡
⎢
⎢
⎢
⎢
⎣
∫ dx0

n

∏
a=1

dxa φ(x0)
n

∏
a=1
φ(xa) exp(−

1
2

n

∑
a=0
q̂aa∣xa∣

2 +∑
a>b
q̂abxa ⋅ xb)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
∶=I(Q̂)

⎤
⎥
⎥
⎥
⎥
⎦

N

,

where Q̂ = (q̂ab). This way,

V (Q) = ∫

n

∏
a=0

dq̂aa
4π ∫ ∏a>b

dq̂ab
2π expN (

1
2∑a

qaaq̂aa −∑
a>b
q̂abqab + log I(Q̂)) . (2.35)
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Now the first limit can be taken — by taking N →∞, Laplace’s method5 gives

V (Q) ∼ exp{N extr
{q̂aa},{q̂ab}

[
1
2

n

∑
a=0
qaaq̂aa −∑

a>b
q̂abqab + log I(Q̂)]} , (2.37)

so that the only relevant contribution to the integral (2.35) comes from the fac-
tor which includes the variables {q̂aa} and {q̂ab} which maximize ∑a qaaq̂aa/2 −

∑a>b q̂abqab+ log I(Q̂). Finding these terms can be difficult, so we must enforce some
symmetry over them, reducing the number of variables and effectively simplifying
all related expressions.

Replica Symmetric Ansatz

To consider replica symmetric solutions means identifying Q and Q̂ according to:

qab = qba =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

Q0, for a = b = 0,
m, for a = 0 and b ≠ 0;a ≠ 0 and b = 0,
Q, for a = b = 1,2, . . . , n,
q, for a ≠ b and a, b ≠ 0,

(2.38)

and

q̂ab = q̂ba =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

0, for a = b = 0,
m̂, for a = 0 and b ≠ 0;a ≠ 0 and b = 0,
Q̂, for a = b = 1,2, . . . , n,
q̂, for a ≠ b and a, b ≠ 0.

(2.39)

With these, the exponents in (2.37) can be simplified to

1
2∑a

q̂aaqaa −∑
a>b
q̂abqab (2.40)

=
1
2 q̂00q00 +

1
2

n

∑
a=1
q̂aaqaa −

n

∑
a=1
q̂a0qa0 −

n

∑
a=b

n

∑
b=1
q̂abqab (2.41)

= 0 + 1
2nQ̂Q − nm̂m −

1
2n(n − 1)q̂q, (2.42)

5A method for approximations of integrals due to Laplace [77]:

lim
N→∞

∫ dxeNf(x) = eN extrx f(x) (2.36)
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as well as the term inside I(Q̂), which becomes

−
1
2

n

∑
a=0
q̂aa(xa)

2 +∑
a>b
q̂abxaxb (2.43)

= −
1
2 q̂00(x0)

2 −
1
2

n

∑
a=1
q̂aa(xa)

2 +
n

∑
a=1
q̂a0xax0 +

n

∑
a=b

n

∑
b=1
q̂abxaxb (2.44)

= 0 − 1
2Q̂

n

∑
a=1

(xa)
2 + m̂x0

n

∑
a=1
xa + q̂

n

∑
a=b

n

∑
b=1
xaxb. (2.45)

By using the Hubbard-Stratonovich transformation,

exp(q̂∑
a>b
xaxb) = ∫ Dt exp [∑

a

(−
q̂

2(xa)
2 +

√
q̂txa)] , (2.46)

with Dt = (1/
√

2π) exp(−t2/2)dt, we can write I(Q̂) as

I(Q̂) = log∫ dx0

n

∏
a=1

dxa φ(x0)
n

∏
a=1
φ(xa) exp(−

1
2

n

∑
a=0
q̂aax

2
a +∑

a>b
q̂abxaxb)

= log∫ dx0

n

∏
a=1

dxa φ(x0)
n

∏
a=1
φ(xa)

× ∫ Dt exp [∑
a

(−
Q̂

2 (xa)
2 −

q̂

2(xa)
2 +

√
q̂ txa + m̂x0xa)]

= log∫ dx0 φ(x0)∫ Dt
n

∏
a=1

[∫ dxa φ(xa) exp(−
Q̂ + q̂

2 x2
a + (

√
q̂ t +mx0)xa)] .

(2.47)

Now, each and every one of these integrals in the product on the R.H.S. is
identical. This means we can substitute the product for the n-th power of one of
these integrals:

n

∏
a=1
∫ dxa φ(xa) exp( −

Q̂ + q̂

2 x2
a + (

√
q̂ t +mx0)xa) = (2.48)

[∫ dxφ(x) exp(−
Q̂ + q̂

2 x2 + (
√
q̂ t +mx0)x)]

n

and advance the fact that n will be very small at the end of the calculation to already
simplify even more the expression for V (Q). Defining

Ω(Q̂, q̂, m̂;x0) ≡ ∫ dxφ(x) exp [−
Q̂ + q̂

2 x2 + (
√
q̂t + m̂x0)x] , (2.49)
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it is possible to consider that n≪ 1 over I(Q̂):

I(Q̂) = log∫ dx0 φ(x0)∫ Dt exp [n log Ω(Q̂, q̂, m̂;x0)] (2.50)

≈ log∫ dx0 φ(x0)∫ Dt [1 + n log Ω(Q̂, q̂, m̂;x0)] (2.51)

= log [1 + n∫ dx0 φ(x0)∫ Dt log Ω(Q̂, q̂, m̂;x0)] (2.52)

≈ n∫ dx0 φ(x0)∫ Dt log Ω(Q̂, q̂, m̂;x0) (2.53)

The final expression for V (Q) is then

V (Q) = expN extr
Q̂,q̂,m̂

(2.54)

⎧⎪⎪
⎨
⎪⎪⎩

n

2 Q̂Q −
n(n − 1)

2 q̂q − nm̂m + n∫ dx0 φ(x0)∫ DtΩ(Q̂, q̂, m̂;x0)

⎫⎪⎪
⎬
⎪⎪⎭

.

Now we turn to the calculation of the second integral, ξ(Q), defined in (2.30)
and restated here as

ξ(Q) = ⟪
n

∏
a=1

M

∏
µ=1

P (yµ∣Aµ ⋅xa)⟫
A,y,{xa},x0

, (2.55)

where the averages over all {xa} and x0 are taken with respect to the metric
P (x0,{xa}∣Q). Using arguments similar to above and attributing invariance with
respect to measurements µ, this becomes

ξ(Q) =

⎡
⎢
⎢
⎢
⎢
⎣

⟪
n

∏
a=1
P (y∣A ⋅xa)⟫

A,y,{xa},x0

⎤
⎥
⎥
⎥
⎥
⎦

M

. (2.56)

But all dependence on A and xa is actually stated through their dot product,

uµa = Aµ ⋅xa =
N

∑
i=1
Aµi xa,i. (2.57)

Because all Aµi are i.i.d. variables distributed asN (0,1/N), the central limit theorem
tells us that the aggregated variable uµa is also a Gaussian variable with mean 0 and
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covariance

⟨uµau
ν
b ⟩A =∑

ij

⟨Aµi A
ν
j ⟩A

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
1
N
δµνδij

xa,ixb,j = δµν
∑i xa,ixb,i

N
= δµνqab, (2.58)

so that ξ(Q) can finally be written as an average uniquely over the variables ua:

ξ(Q) =

⎡
⎢
⎢
⎢
⎢
⎣

⟪∫ dyP (y∣u0)
n

∏
a=1
P (y∣ua)⟫

{ua}

⎤
⎥
⎥
⎥
⎥
⎦

M

. (2.59)

Now note that property (2.58) dictates that the variables u0, . . . , un can be writ-
ten as the sum of the standard Gaussian random variables w and s0, . . . , sn in the
following way:

u0 =

√

Q0 −
m2

q
s0 +

m
√
q
w

ua =
√
Q − qsa +

√
qw, (a = 1,2 . . . , n),

where the Replica Symmetric ansatz was taken into account. With these we have
an explicit expression for the averages in (2.59):

ξ(Q) = [∫ dy∫ Dw∫ Ds0

n

∏
a=1
Dsa× (2.60)

× P
⎛

⎝
y∣

√

Q0 −
m2

q
s0 +

m
√
q
w
⎞

⎠

n

∏
a=1
P (yµ∣

√
Q − qsa +

√
qw) ]

M

= [∫ dy∫ Dw∫ Ds0× (2.61)

× P
⎛

⎝
y∣

√

Q0 −
m2

q
s0 +

m
√
q
w
⎞

⎠
(∫ DsP (yµ∣

√
Q − qs +

√
qw))

n

]

M

,

where, once again, replica invariance was taken into account.

Free Energy

Now that expressions for V (Q) = V (Q, q,m,Q0) and ξ(Q) = ξ(Q, q,m,Q0) are
available, we can go further and calculate the actual free energy density (2.16) by
making use of the replica trick (2.18), which can be restated as

f ≡ lim
N→∞

N−1 lim
n→0

∂

∂n
log⟪Zn⟫ (2.62)
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for β = 1. With the factorization (2.31), log⟪Zn⟫ /N can be written

1
N

log⟪Zn⟫ =
1
N

log∫ dQ (V (Q) × ξ(Q))

=
1
N

log∫ dQ exp log (V (Q)ξ(Q))

=
1
N

log∫ dQ expN (
1
N

logV (Q) +
1
N

log Ξ(Q)) . (2.63)

Once again we make use of Laplace’s method to get an asymptotic approximation
for this expression in the limit N →∞, so that

1
N

log⟪Zn⟫ ∼
1
N

log expN extr
Q={Q,m,q}

(
1
N

logV (Q) +
1
N

log Ξ(Q)) (2.64)

and
f = extr

Q,m,q
lim
n→0

∂

∂n
(

1
N

logV (Q) +
1
N

log Ξ(Q)) , (2.65)

after inverting the order of the limits on n and N . Now we can also get explicit
expressions for the R.H.S. terms above using the results (2.54) and (2.61). Starting
with (1/N) logV (Q), its calculation is straightforward:

1
N

logV (Q) = (2.66)

extr
Q̂,q̂,m̂

⎡
⎢
⎢
⎢
⎢
⎣

n

2 Q̂Q −
n(n − 1)

2 q̂q − nm̂m + n∫ dx0 φ(x0)∫ DtΩ(Q̂, q̂, m̂;x0)

⎤
⎥
⎥
⎥
⎥
⎦

and

lim
n→0

∂

∂n

1
N

logV (Q) = extr
Q̂,q̂,m̂

⎧⎪⎪
⎨
⎪⎪⎩

1
2Q̂Q +

1
2 q̂q − m̂m + ∫ dx0 φ(x0)∫ DtΩ(Q̂, q̂, m̂;x0)

⎫⎪⎪
⎬
⎪⎪⎭

.

(2.67)
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The second term, (1/N) log ξ(Q), is less direct and proceeds as follows:

1
N

log ξ(Q) =
M

N
log{∫ dy∫ Dw∫ Ds0×

× P (y∣

√

Q0 −
m2

q
s0 +

m
√
q
w)(DsP(y∣

√
Q − qs +

√
qw))

n

}

= α log{∫ dy∫ Dw∫ Ds0×

× P(y∣

√

Q0 −
m2

q
s0 +

m
√
q
w)en log(DsP (y∣

√
Q−qs+√qw))}

≃ α log{∫ dy∫ Dw∫ Ds0×

× P(y∣

√

Q0 −
m2

q
s0 +

m
√
q
w) [1 + n log (DsP (y∣

√
Q − qs +

√
qw))]}

= α log [1 + n∫ dy∫ Dw∫ Ds0×

× P(y∣

√

Q0 −
m2

q
s0 +

m
√
q
w) log (DsP (y∣

√
Q − qs +

√
qw)) ]

≃ αn∫ dy∫ Dw∫ Ds0×

× P(y∣

√

Q0 −
m2

q
s0 +

m
√
q
w) log (DsP (y∣

√
Q − qs +

√
qw)) ,

so that

lim
n→0

∂

∂n

1
N

log ξ(Q) ≈ α∫ dy∫ Dw∫ Ds0P
⎛

⎝
y∣

√

Q0 −
m2

q
s0 +

m
√
q
w
⎞

⎠
×

× log (DsP (y∣
√
Q − qs +

√
qw)) . (2.68)

Therefore, joining (2.67) and (2.68) and defining Θ ≡ {Q,m, q, Q̂, q̂, m̂}, the free
energy density is, up to an additive factor, equal to

f̄ = − extr
Θ

⎧⎪⎪
⎨
⎪⎪⎩

1
2Q̂Q +

1
2 q̂q − m̂m + ∫ dx0 φ(x0)∫ DtΩ(Q̂, q̂, m̂;x0)+

+ α∫ dy∫ Dw∫ Ds0[P
⎛

⎝
y∣

√

Q0 −
m2

q
s0 +

m
√
q
w
⎞

⎠
×

× log (∫ DsP (y∣
√
Q − qs +

√
qw)) ]

⎫⎪⎪
⎬
⎪⎪⎭

. (2.69)
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This result is general — given any measurement model P (y∣u), any signal generating
distribution φ0(x), and any prior φ(x), the R.H.S. can be extremized over the small
number of replica overlap parameters. The result would then correspond to the free
energy of this infinite thermodynamical system.

But what do all this say about the inference procedure? To answer this, note
that the expected mse normalized by ∥x0∥2 can be written

⟪
∥x0 − x∥2

∥x0∥2 ⟫ = ⟪
x0 ⋅ x0 − 2x0x + x ⋅ x

x0 ⋅ x0
⟫ =

Q0 − 2m + q

Q0
. (2.70)

For any given α and ρ, the parameters which extremize the free energy (2.69) will
assume particular values, which are directly connected to the reconstruction error
given by (2.70). The expressions that describe the replica overlap variables in the
extremum of (2.69) are called saddle-point equations. Now consider the scenario
where the signal generating distribution is known, i.e. φ(x) = φ0(x).6 Knowledge of
φ0(x) allows us to enforce that any solution x to the inference problem has the same
expected moments as the signal. According to the definition (2.24) for the replica
overlaps qab and the replica symmetrical conditions (2.38) and (2.39), this means

Q = Q0 and q =m. (2.71)

and
Q̂ = q̂ = m̂ (2.72)

Let us define

Γ(y, q) ∶= ∫ Dw∫ Ds0[P
⎛

⎝
y∣

√

Q0 −
m2

q
s0 +

m
√
q
w
⎞

⎠
×

× log (∫ DsP (y∣
√
Q − qs +

√
qw)) ]. (2.73)

in such a way that considering the conditions (2.71) and (2.72), the free energy
becomes the simpler expression

f̄ = − extr
q,q̂

[
1
2 q̂q + ∫ dx0 φ(x0)∫ DtΩ(t, q̂;x0) + α∫ dyΓ(y, q)]. (2.74)

In the Nishimori line then, the normalized mse becomes mse = 1 − q/Q0, where q

6In this case, we say that we are on the Nishimori line [67].
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comes from the extremization of (2.74), i.e. from solving the two-variable system:

⎧⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎩

q̂ = −2α (∂/∂q)∫ dyΓ(y, q)

q = 2 (∂/∂q̂)∫ dx0 φ(x0)∫ DtΩ(t, q̂;x0),
(2.75)

which summarizes the Bayesian Compressed Sensing inference process.

Saddle-Point Equations

In what follows, we will show the explicit form of the saddle-point equations for
the noiseless standard Compressed Sensing scenario described by the distribution
P (y∣u) = δ(y − u), as defined previously. As usual, we consider signals generated by
the Gauss-Bernoulli distribution φ0(x) = (1 − ρ)δ(x) + ρ exp(−x2/2)

√
2π.

Take for example the R.H.S. of the first equation of (2.75). With ∫ DsP (y∣Xs+

Y ) = (
√

2πX)−1 exp [−1
2 (

y−Y
X

)
2
], the integral Γ(y, q) becomes

Γ(y, q) = ∫ Dw

⎧⎪⎪
⎨
⎪⎪⎩

1
√

2π(ρ − q)
exp [−

1
2(ρ − q)(y −

√
qw)2]×

× [−
1
2 log[2π(Q0 − q)] −

1
2(Q0 − q)

(y −
√
qw)2]

⎫⎪⎪
⎬
⎪⎪⎭

(2.76)

= −
1

2
√

2π(ρ − q)
[log[2π(Q0 − q)]I0 +

1
Q0 − q

(y2I0 + qI2 − 2√qyI1)] , (2.77)

where we defined the integrals

Ip ≡ ∫ Dww
p exp [−

1
2(ρ − q)(y −

√
qw)2]

= e−
1

2ρy
2
(
ρ − q

ρ
)
p/2 1

√
2π ∫

dwwpe
− 1

2(w−
y
√
q

√
ρ(ρ−q)

)
2

. (2.78)

For p = 0,1,2, they have straightforward closed formulas:

I0 =

√
ρ − q

ρ
exp(−

1
2ρy

2) (2.79)

I1 = (

√
ρ − q

ρ
)

2

exp(−
1
2ρy

2)
y
√
q

√
ρ(ρ − q)

(2.80)

I2 = (

√
ρ − q

ρ
)

3

exp(−
1
2ρy

2)[1 + y2q

ρ(ρ − q)
] , (2.81)
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whose introduction in (2.77) leads to

Γ(y, q) = −
1
2

1
√

2πρ
e−

1
2ρy

2
[

1
Q0 − q

(
ρ − q

ρ
)

2
y2 + log[2π(Q0 − q)] +

q(ρ − q)

ρ(Q0 − q)
] . (2.82)

Now, integration of this quantity is simple:

∫ dyΓ(y, q) = −
1

2(Q0 − q)
(
ρ − q

ρ
)

2

=ρ
³¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹·¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹µ

1
√

2πρ ∫
dy y2 exp(−

1
2ρy

2)

−
1
2 {

q(ρ − q)

ρ(Q0 − q)
+ log[2π(Q0 − q)]}

1
√

2πρ ∫
dy y2 exp(−

1
2ρy

2)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
=1

= −
1
2 [

q(ρ − q)

ρ(Q0 − q)
+ log 2π + log(Q0 − q)] +

ρ

Q0 − q
(
ρ − q

ρ
)

2
]

= −
1
2 [

ρ − q

Q0 − q
log 2π + log(Q0 − q)]] . (2.83)

and its posterior derivative straightforward:

∂

∂q ∫
dyΓ(y, q) = −

1
2
ρ − q − 2(Q0 − q)

(Q0 − q)2 =
1

2(ρ − q) , (2.84)

where the last step follows from the identity Q0 ≡ ρ. The R.H.S. of the second
equation of the system (2.75) can be calculated through similar methods, giving rise
to the saddle-point equations

⎧⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎩

q̂ =
α

ρ − q
.

q = ρ −
1

1 + q̂ [1 + q̂ − ρq̂∫ Dz z2 ((1 − ρ)
√

1 + q̂e−q̂z2/2 + ρ)]
(2.85)

The system (2.85) can be solved for all 0 ≤ α, ρ ≤ 1. It turns out that for any
given ρ, there is an αc such that for all α ≥ αc, the parameter q is equal to Q0. The
normalized error mse = 1− q/Q0 then becomes null, implying perfect reconstruction.
An example is shown in Figure 2.2, where the values of q, q̂ and the normalized
mse for ρ = 0.4 and crescent α are shown. Note there the presence of αc ≃ 0.59
(blue vertical dashed line) for which q → Q0 and q̂ → ∞. Figure 2.3 shows a
phase-diagram for the reconstruction error of the Bayesian scheme in the noiseless
standard CS setting. The colors, just like the diagram on the previous chapter for
the `1-minimization problem, represent the resulting mean error of 100 simulations
of the AMP algorithm for each pair (α, ρ) with signal size N = 500. The sharp
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transition line (in black) separating the upper left part (where the reconstruction
error is zero) from the bottom right part (of non-zero error) corresponds to the
αc(ρ) value found by solving the saddle-point equations (2.85). Note the exact
match between theoretical prescription and empirical results.7

Figure 2.2: Order parameters for ρ = 0.4 in the noiseless standard Compressed Sensing
scenario. The blue dashed vertical lines correspond to αc(ρ = 0.4) ≃ 0.59, the critical value
for which q → Q0, q̂ →∞ and mse→ 0, denoting a phase transition.

These results show that the replica method, even without rigorous mathematical
proof, proves itself a valuable analytical tool for the understanding of typicality in
inference systems — in particular, Compressed Sensing recovery schemes. While we
have not proved the stability of the replica symmetric saddle-point (the interested
reader can see the proof on [74, 137]), the convergence of experimental results and
the replica symmetric prescription is very telling. In the next chapter the Bayesian
Online Compressed Sensing algorithm will be introduced. The theoretical prescrip-
tions of this chapter will serve as a starting point for performance comparisons
between the offline and the online frameworks.

7The curves in Figure 2.2 can be seen as a vertical slice of this diagram, where for fixed ρ one
would go up through crescent values of α until the value αc(ρ) is reached, for which the error drops
to zero, following q → Q0 and q̂ →∞.
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Figure 2.3: Phase diagram of the Bayesian reconstruction (2.3) for the noiseless standard
Compressed Sensing problem P (y∣u) = δ(y − u) with Gauss-Bernoulli generating distri-
bution φ0(x) = (1 − ρ)δ(x) + ρ exp(−x2/2)

√
2π, which is known and equal to the prior

φ(x). Each pair (α, ρ) color corresponds to the average normalized reconstruction error
e = (1/N)∥x̂ − x0∥

2
2/∥x0∥

2 resulting of 100 simulations of the AMP algorithm (Appendix
A). with N = 500. The black curve corresponds to αc(ρ) found through solution of the
system of equations (2.85). Note how the theoretical description of the replica method for
N →∞ matches with great accuracy the results obtained empirically with the AMP algo-
rithm, demarcating two well-separated phases (of zero and non-zero reconstruction error).
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3.1 Introduction

The Compressed Sensing framework is successful in its attempt to reduce the number
of measurements needed to capture all the relevant data in a sparse signal. CS
techniques compress the sparse signal into a small number of components from
which it can then be retrieved by a inference algorithm, be it a general algorithm
such as the LASSO or a tailor-made one such as the Bayesian AMP. The catalog
of sparse signal reconstruction algorithms grows by the day, and the multitude of
options available in the literature covers from general scenarios to very specific cases
that might be found in real-world situations.

In this chapter we add another technique to the already available milieu. All
algorithms presented until now in this work are what we call batch or off-line algo-
rithms, i.e. all signal measurements that were captured remain available during the
entire reconstruction, in a batch from where they can be re-assessed as many times
as one would like. But in many practical situations this is not the case. Measure-
ment information come and go for a variety of reasons. For example, storage can be
very expensive in low-end devices, so one would like to learn the most they can from
a given example and then erase it from memory to give space to new measurements.
Or perhaps examples may not be available for long simply because any specific in-
formation about them decays with time. This is a common scenario in biological
systems, where an entity’s cognition might be forever altered by an event whose
details have simply vanished from memory — there was learning, but any specific
information obtained from the environment at the moment of the “measurement” is
lost or mixed in the biological structure of the brain. In other scenarios, one might
want to forget old examples. Imagine an environment that changes in time. There is
not much to be gained from revisiting old information, from the time the rules were
different. In this scenario, ideally one would forget anything that is not relevant for
the present situation.

Algorithms where information obtained through a measurement can be used
only once (and before the following measurement takes place) are called online algo-
rithms. Any online learning scheme is defined by the elimination of all information
regarding any previous measurements, except for what is already encoded in the
present state of the inference. Alas, the class of online algorithms made specifically
for Compressed Sensing scenarios is severely lacking. In the neural networks and
machine learning communities, learning from examples in an online manner is a very
common technique which remains relevant [86, 135], but even though the need for
online sparse recovery through Compressed Sensing has been hinted at times, to the
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best of our knowledge, a Bayesian method for doing so has not yet been presented.
In this section a general framework for Bayesian online learning will be intro-

duced, followed by the definition of the Bayesian Online Compressed Sensing algo-
rithm [105], which takes the online learning framework into the CS context. In the
analysis of the algorithm, it will be shown that the explicit introduction of sparsity
information in the prior distribution allows for very accurate signal reconstruction.
For ease of reading, some of the concepts already introduced in the sections above
will be redefined.

Two things are important to keep in mind here. First, in online learning one has
to give up any expectation of perfect signal reconstruction. This is the price to pay
for an algorithm capable of running on hardware with significant computational and
storage limitations. Appendix B introduces a CS framework specifically made to run
on low-memory devices — 1-bit Compressed Sensing. Here we take this situation to
a more extreme scenario by taking a further step in this direction: even less memory
required with strong limitations on the number of calculations necessary for recon-
struction. Second, the collateral effect of lowering the memory needed to accurately
represent the signal is the simultaneous increase in the number of measurements
needed. Traditional CS techniques focused on undersampling situations (i.e. with
measurement rate α < 1). Here, results will be obtained for α≫ 1 as well.

3.2 Online learning

As before, consider a signal x0 = (x0,i) ∈ RN generated by distribution φ0(x0).
Suppose we generate a sequence of measurement vectors Aµ = (Aµi ) ∈ R

N and we
use them to sequentially measure x0 through the inner products

uµ0 = Aµ ⋅x0. (3.1)

Each projection pass through a (possibly noisy) channel, so that what is actually
available is the measurement value yµ, which might be a continuous or discrete
variable sampled independently from the conditional distribution

yµ ∼ P (yµ∣uµ0). (3.2)

After t measurements, we will have had accumulated t data Dt = {(A1, y1), (A2, y2),

. . . , (At, yt)}. The main goal here then is to accurately recover x0 based on the best
estimate φ(x) of the generating distribution φ0(x) and on the knowledge of Dt and
the functional form and P (y∣u) in an online manner.
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Bayes’ rule asserts that the posterior probability density of x, given all the data
Dt is

P (x∣Dt) =
P (Dt∣x)φ(x)

∫ dx
′P (Dt∣x′)φ(x′)

. (3.3)

This formula provides a surprisingly simple and direct way to deal with the addition
of a new datum {At+1, yt+1} to Dt. With the assumption that all measurements are
independent, the likelihood can be factorized according to

P (Dt+1∣x) =
t+1
∏
µ=1

P ({yµ,Aµ}∣x)

= P ({yt+1,At+1}∣x)
t

∏
µ=1

P ({yµ,Aµ}∣x)

≡ P ({yt+1,At+1}∣x)P (Dt∣x). (3.4)

Thus, the information gathered from a new measurement produces a quantifiable
change in the prior — indeed, the updated prior is the same as the one before
the measurement times the factor P ({yt+1,At+1}∣x). The posterior distribution is
updated accordingly with every new data point that is observed:

P (x∣Dt+1)∝ P ({yt+1,At+1}∣x)P (x∣Dt). (3.5)

This expression already corresponds to an online update, but depending on the
characteristics of P ({y,A}∣x) and P (x∣D), calculations might become unfeasible.
The basic idea to transform the proto-update expression (3.5) into a full-fledged
online algorithm is to replace the posterior distribution P (x∣Dt) by a parametric
distribution P (x;θt), in which θt = (θti) is a set of parameters which must be updated
with every measurement [96]. The parametric family of P (x;θt) must be chosen in
such a way that loss of information in the approximation step is the smallest possible.

Let us define the Bayesian online algorithm as a repetition of two steps, namely,
the update step, and the project step, both of which occur after every new measure-
ment:

Update Given a new datum {At+1, yt+1}, use Bayes’ rule to update the previous
posterior P (x∣θt):

P (x∣{yt+1,At+1};θt) = P ({yt+1,At+1}∣x)P (x;θt)
∫ dx

′P ({yt+1,At+1}∣x′)P (x′;θt) (3.6)

Projection The new posterior is projected into a distribution of the chosen para-



71

metric family:
P (x∣θt+1) ≃ P (x∣{yt+1,At+1};θt). (3.7)

The projection step is necessary because, with the exception of very specific cases,
after the update step the new posterior will usually not belong to the family P (x;θt).
After these two steps, an estimate x̂ of the signal x0 can be inferred from P (x;θt+1).

As mentioned, in the projection step it is interesting to perform the best approxi-
mation possible, so that most information is conserved. Finding the distribution that
best approximates the posterior necessitates the definition of a metric of similarity,
and below we present the most commonly used: the Kullback-Leibler divergence (or
simply, KL-divergence). For any two continuous distributions g(x) and h(x), the
KL-divergence is defined as1

DKL(g∣∣h) = ∫
+∞

−∞
dxh(x) ln h(x)

g(x)
. (3.9)

The KL-divergence is also called relative entropy, since it can also be trivially written
DKL(g∣∣h) = S[g, h] − S[h]. Here, S[g, h] = − ∫ dxg(x) lnh(x) is the cross-entropy
of distributions g(x) and h(x) and S[h] = − ∫ dxh(x) lnh(x) is the entropy of
h(x). Being a non-symmetric quantity (DKL(g∣∣h) ≠DKL(h∣∣g) in general), the KL-
divergence might not be directly understood as a simple metric, but as a premetric.
In fact, it does not obey the triangle inequality [27]. But an interesting property
makes it suitable for comparing distributions:

DKL(g∣∣h) ≥ 0 (3.10)

always, with equality only true when g and h are exactly the same [4].
When dealing with distributions from the exponential family [3],

P (x;θ) = 1
Z(θ)

exp [−∑
k

θkfk(x)] , (3.11)

where Z(θ) = ∫ dx exp [−∑k θkfk(x)] is a normalization factor, minimization of
DKL(g∣∣P (x;θ)) with respect to the parameters θk for whatever distribution g(x)

1For discrete distributions, the integral is substituted by a summation:

DKL(g∣∣h) =∑
x′
h(x′) ln[h(x′)/g(x′)]. (3.8)
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can be easily calculated:

DKL(g∣∣P (x;θ)) = ∫ dxg(x) ln g(x)

exp [−∑k θkfk(x)] /Z(θ)

= S[g] + lnZ(θ) − ∫ dxg(x)∑
k

θkfk(x). (3.12)

Since (∂/∂θk) lnZ(θ) = (1/Z(θ)) ∫ dxfk(x) exp [−∑k θkfk(x)] = ∫ dxfk(x)P (x; θ),
it is straightfoward to see that

∂

∂θk
DKL(g∣∣P (x;θ)) = 0 ⇒ ⟨fk(x)⟩g = ⟨fk(x)⟩P (x∣θ). (3.13)

In other words, for exponential distributions the minimization of the KL-divergence
implies the adjustment of the parameters θk so that the moments ⟨fk(x)⟩ match for
both distributions.

Now consider the choice of multivariate Gaussian distributions P (x;θt) in the
Bayesian online learning algorithm. Let us perform the projection step by minimiza-
tion of the KL-divergence between the posterior distribution after a new measure-
ment and some distribution of the chosen format. Equation (3.13) means that the
projection step is equivalent to finding parameters θ such that the means m and all
covariances Cij remain the same before and after the projection, i.e.

mt+1
i =

∫ dxxiP ({yt+1,At+1}∣x)P (x;θt)
∫ dx

′P ({yt+1,At+1}∣x′)P (x′;θt) , (3.14)

Ct+1
ij =

∫ dxxixjP ({yt+1,At+1}∣x)P (x;θt)
∫ dx

′P ({yt+1,At+1}∣x′)P (x′;θt) −mt+1
i mt+1

j . (3.15)

As an example, imagine the minimalist scenario where the scalar x0 ∼ N (1,2)
is directly observed in the presence of additive Gaussian noise, yµ = x + ξµ, where
ξµ ∼ N (0, σ2

n) (Figure 3.1). We choose the parametric distribution P (x;θ) to be
Gaussian so that equations (3.14) and (3.15) correctly describe the projection step.
What happens exactly with the arrival of a new measurement yt+1? Before the
measurement, the approximate distribution for x is the univariate Gaussian with
mean mt and variance vt,

P (x;mt, vt) =
1

√
2πvt

exp [−
1

2vt (x −m
t)2]∝ exp−1

2 [
1
vt
x2 − 2m

t

vt
x] . (3.16)

With the information obtained with yt+1, the update step gives us the posterior
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Figure 3.1: Measurements y ∼ N (x0, σ
2
n). Blue dashed line: x0 ≃ 1.28.

distribution the posterior distribution

P (x∣Dt+1)∝ exp [−
1

2σ2
n

(yt+1 − x)2] exp [−
1

2vt (x −m
t)2] (3.17)

∝ exp−1
2 [(

1
σ2
n

+
1
vt

)x2 − 2(
yt+1

σ2
n

+
mt

vt
)x] (3.18)

Now the projection step consists in matching the moments of both P (x∣Dt+1) and
P (x∣mt+1, vt+1). Making use of the expressions (3.16) and (3.18), this is done by
solving the system of equations

⎧⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎩

1
vt+1 =

1
σ2
n

+
1
vt

mt+1

vt+1 =
yt+1

σ2
n

+
mt

vt
,

(3.19)

resulting in the following expressions:

mt+1 =mt + vt
yt+1 −mt

vt + σ2
n

, (3.20)

vt+1 = vt −
(vt)2

vt + σ2
n

. (3.21)

In Figure (3.2) it is possible to visualize this online update. With more and more
measurements, the estimate mt approaches the true value x0, even when the prior
P (x;m0, v0) = N (0,4) does not correspond to the true generating signal distribution
φ0(x0) (Figure 3.2c).

Besides being obvious choices for doctorate thesis examples, Gaussian distri-
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(a) (b)

(c)

Figure 3.2: One-dimensional Bayesian online learning. (a) Evolution of the signal’s esti-
mate mt; (b) Evolution of the signal’s estimate variance vt; (c) Evolution of the parame-
terized (or projected) distribution of the signal’s estimate. Signal generating distribution:
x0 ∼ N (1,1). Prior distribution: P (x;m0, v0) = N (0,4). Note the collapse of the Gaus-
sian distribution around the true value x0 (black, dashed) for large t, even when the prior
is incorrect.

butions are of special interest for several other reasons. Notice that for the stan-
dard scenario of linear measurements with additive noise yµ = Aµ ⋅ x + ξµ, with
ξµ ∼ N (0, σ2

n), Bayes’ theorem (3.3) can be rewritten

P (x∣{yµ,Aµ}tµ=1)∝ exp [−
1

2σ2
n

t

∑
µ=1

(yµ −Aµ ⋅x)2 + logφ(x)] . (3.22)

This means that as long as φ(x) is well behaved, for large t the summation term
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becomes much larger than the constant logarithm, i.e. the likelihood dominates
the prior, and P (x∣Dt) approaches a Gaussian distribution. In fact, this result
is even more general — for any likelihood P (y∣x) the posterior can be written
P (x∣{yµ,Aµ}tµ=1) ∝ exp [∑

t
µ=1 logP (yµ∣Aµ ⋅ x) + logφ(x)], which is guaranteed by

the law of large numbers to asymptotically approach a Gaussian distribution. An-
other intuitive way of looking at this is to consider that for smooth distributions
P ({y,A}∣x) and P (x;θ), when the number of examples is sufficiently large the pos-
terior distribution is strongly concentrated around its maximum. This allows us to
approximate P (x;θt) for a multivariate Gaussian distribution.2 Unfortunately, in
Compressed Sensing the sparse generating distribution φ0(x) is not well-behaved so
the Gaussian approximation is not ideal even when t →∞. The next section intro-
duces modifications to the theory above, producing a new algorithm with a specific
application to Compressed Sensing.

3.3 Bayesian Online Compressed Sensing algo-
rithm

In Compressed Sensing we are dealing with signals that possess an inherent and
crucial characteristic: they are made up of many null components. As it has already
been noted above, this means that we can model each component of the signal as
being generated by the distribution φ(x) = (1− ρ)δ(x)+ ρg(x). The singularity due
to the δ(x) factor makes any convergence of the posterior to a Gaussian distribu-
tion in the online setting impossible — it does not matter how many elements you
sum, there will always be a δ(x) factor in there. This means that the approach
described at the end of the previous section, which consisted of using a Gaussian
approximation for the posterior distribution is not necessarily efficient in a online
Compressed Sensing scenario — in fact, it is far from optimal. But as will be shown,
the introduction of an alternative projection step is enough to adapt the Bayesian
online framework to learn sparse signals from random projections.

2In fact, it is possible to write the posterior distribution as a Gibbs’ distribution P (x∣Dt) ∝

exp[−βH(x)] and expand a Taylor series around the maximum of the Hamiltonian:

H(x) =H(x∗) +
1
2∑jk

(xj − xk)(
∂2

∂xj∂xk
H(x∗)) (xk − x

∗
k) + . . .

By taking only the first two terms of the expansion, one arrives at the Gaussian approximation

P (x∣Dt
)∝ exp [−

1
2
(x − x∗t )C

−1
t (x − x∗t )] , with C−1

t,jk =
∂2

∂xj∂xk
H(x∗).
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This can be achieved with the introduction of a mean field approximation into
the projection step, along with explicitly maintaining the sparse prior φ(x) = φ0(x):

P (x∣Dt) ≃ P̃ (x∣Dt) ∶=
N

∏
i=1

(
e−a

t
ix

2
i /2+h

t
ixiφ(xi)

Z(ati, h
t
i)

) , (3.23)

where Z(ati, h
t
i) = ∫ dxi exp(−atix2

i /2 + htixi)φ(xi) and P̃ (x∣Dt) ≡ P̃ (x;{(ati, hti)}Ni=1).
Making the prior ever-present in the inference process allows for the singularity
to be properly modelled. The mean field approximation3, as a technical device,
eliminates a considerable fraction of the variables that would otherwise be present
in a full Gaussian distribution P̃ (Dt∣x) ∝ exp−(1/2)∑i>j xiatijxj + ∑i htixi. Thus,
it makes the reconstruction algorithm computationally cheaper both in processing
power and memory use.4 In addition, the diagonalization of P̃ (x∣Dt) comes with a
nice collateral effect: while in general the calculation of the mmse estimator mt =

∫ dxxP (x∣Dt) can be difficult, in the current setup the means and variances of each
component xi are simply computed as

mt
i = (∂/∂hti) lnZ(ati, h

t
i), (3.24)

vti = (∂2/(∂hti)
2) lnZ(ati, h

t
i), (3.25)

respectively.
In summary, from (3.2) and (3.23), the projection and update steps in the Online

CS algorithm can be summarized as below:

Update After any measurement, update the posterior distribution with the new
information:

P (x∣Dt)∝ P (yt∣At ⋅x)P̃ (x∣Dt−1); (3.26)

Projection Approximate the posterior distribution by a distribution like (3.23):

P (x∣Dt) ≃ P̃ (x∣Dt). (3.27)

Figure 3.3 provides a visual explanation of the process. A new measurement might
remove the posterior from the predefined space of distributions (3.23), so the projec-
tion step return it (the posterior) to a tractable form. As before, this approximation
must be done with care. In the next paragraphs we will be concerned with describing
in detail a method for getting an appropriate projected distribution.

3Mean field approximations have already been introduced in CS scenarios in [40], but not in
an online fashion.

4It is clear from (3.23) that the posterior distribution can be entirely described by the set of
2N time-dependent natural parameters (ati, h

t
i).
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P̃ (x∣Dt+1)

P (yt+1∣ut+1)P̃ (x∣Dt)

Figure 3.3: Update and projection steps in Bayesian online learning. In the update step,
information from the new measurements might remove the posterior distribution from the
“projection manifold”. The projection step returns the posterior to the manifold by finding
the best approximation in the parameterized distribution family.

Imagine t measurements have already been made so that the natural parameters
{(ati, h

t
i)} are already given. At this stage, the estimate for the posterior distribution

is exactly as (3.23). At t+1, another random projection yt ∼ P (yt∣At ⋅x) is obtained,
so that an update to our knowledge (represented by the posterior estimate) is pos-
sible. Therefore, according to the update rule, after the most recent measurement
we have

P (x∣Dt+1)∝ P (yt+1∣At+1 ⋅x)∏
i

(e−a
t
ix

2
i /2+h

t
ixiφ(xi)) . (3.28)

Approximation of this expression to a distribution like (3.23) will be done through
comparison of their marginals Pi(xi∣Dt+1) = ∫ dx/iP (x∣Dt+1) and P̃i(xi∣Dt+1) =

∫ dx/iP̃ (x∣Dt+1). Let us first marginalize (3.28) with respect to index i:

Pi(xi∣D
t+1)∝ e−a

t
ix

2
i /2+h

t
ixiφ(xi)×

× ∫ (∏
j≠i
dxje

−atjx
2
j /2+h

t
jxjφ(xj))P (yt+1∣At+1 ⋅x). (3.29)

As all components At+1
j of our measurement apparatus are normal random variables

of zero mean and variance N−1, any weighted sum ∑kwkAt+1
k with weights wk ∈ R

should also be a normal random variable. This means we can approximate the
summation ut+1

∖i ≡ ∑j≠iA
t+1
j xj by a Gaussian random variable with mean ∆t+1

/i =

∑j≠iA
t+1
j mt

j and variance χt+1
/i = ∑j≠i(A

t+1
j )2vtj ≃ N

−1∑j≠i v
t
j. In other words,

ut+1
∖i ≃ ∆t+1

∖i +
√
χt+1
∖i z, (3.30)

where z is a standard normal random variable z ∼ N (0,1). This approxima-
tion greatly simplifies the multidimensional integration on all xj above, turning
it into a simple univariate integration on z. That is, we can replace the measure
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∏j≠i dxj exp(−atjx2
j/2+htjxj)φ(xj) for the Gaussian measureDz ≡ dz exp(−z2/2)/

√
2π.

With At+1 ⋅x ≃ At+1
i xi + ut+1

∖i , the marginal distribution of xi (3.29) becomes then

Pi(xi∣D
t+1)∝ e−a

t
ix

2
i /2+h

t
ixiφ(xi)∫ DzP (yt+1∣At+1

i xi +∆t+1
∖i +

√
χt+1
∖i z). (3.31)

In addition, the smallness of the factor ∣At+1
i xi∣ ∼ O(N−1/2) ≪ 1, allows us to

expand ln ∫ DzP (yt+1∣At+1
i xi +∆t+1

∖i +
√
χt+1
∖i z) up to second order in At+1

i xi as

ln∫ DzP (yt+1∣At+1
i xi+∆t+1

∖i +
√
χt+1
∖i z)

≃ ln∫ DzP (yt+1∣∆t+1
∖i +

√
χt+1
∖i z)

+At+1
i xi

∂

∂∆t+1
∖i

( ln∫ DzP (yt+1∣∆t+1
∖i +

√
χt+1
∖i z)) (3.32)

+
(At+1

i )2x2
i

2
∂2

∂(∆t+1
∖i )2( ln∫ DzP (yt+1∣∆t+1

∖i +
√
χt+1
∖i z))

with sufficient accuracy. Let us define the function Ω(∆, χ; y) ∶= ln ∫ DzP (y∣∆ +
√
χz) and its two first derivatives Ω′(∆, χ; y) ∶= (∂/∂∆)Ω(∆, χ; y) and Ω′′(∆, χ; y) ∶=

(∂2/∂∆2)Ω(∆, χ; y) and use the approximation above to rewrite the marginal (3.31)
as

Pi(xi∣D
t+1)∝ exp ( − atix

2
i /2 + htixi)φ(xi) exp [Ω(∆t+1

∖i , χ
t+1
∖i ; yt+1)

+At+1
i xiΩ′(∆t+1

∖i , χ
t+1
∖i ; yt+1) (3.33)

+
(At+1

i )2x2
i

2 Ω′′(∆t+1
∖i , χ

t+1
∖i ; yt+1)].

This expression can be directly compared with the marginal distribution of the
R.H.S. of equation (3.23), whose very straightforward calculation results in

P̃i(xi∣D
t+1) = ∫ dx∖i

N

∏
i=1

(
e−a

t
ix

2
i /2+h

t
ixiφ(xi)

Z(ati, h
t
i)

)∝ e−a
t+1
i x2

i /2+h
t+1
i xiφ(xi). (3.34)

Now the actual projection step consists in equating the right-hand sides of equa-
tions (3.33) and (3.34):

Pi(xi∣D
t+1) ≃ P̃i(xi∣D

t+1). (3.35)

Update rules for the parameters {(ati, h
t
i)}, i.e. rules that take the set {(ati, h

t
i)} to

the set {(at+1
i , ht+1

i )} can be obtained by comparing the terms with the same powers
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of xi inside the exponentials in both sides of the equality. This results in

⎧⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎩

at+1
i = ati − (At+1

i )2 ∂2

∂(∆t+1
∖i )2( ln ∫ DzP (yt+1∣∆t+1

∖i +
√
χt+1
∖i z))

ht+1
i = hti +A

t+1
i

∂

∂∆t+1
∖i

( ln ∫ DzP (yt+1∣∆t+1
∖i +

√
χt+1
∖i z)).

(3.36)

As a last step in the calculation of the update rules, we note that the derivative terms
— as functions of ∆t+1

∖i and χt+1
∖i , are actually functions of ∑j≠iAt+1

j xj. By means
of a second Taylor expansion, it is possible to write the equations as functions of
∑j A

t+1
j xj (index i included):

f(∑
j≠i
Ajxj) = f(∑

j

Ajxj −Aixi)

= f(∑
j

Ajxj) − f
′(∑

j

Ajxj)(Aixi) +O(A2
i ). (3.37)

Therefore, up to second order on At+1
i , the complete update equations are5

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

at+1
i = ati − (At+1

i )2 ∂2

∂(∆t+1)2( ln ∫ DzP (yt+1∣∆t+1 +
√
χt+1 z))

ht+1
i = hti +A

t+1
i

∂

∂∆t+1( ln ∫ DzP (yt+1∣∆t+1 +
√
χt+1 z))

−mi(At+1
i )2 ∂2

∂(∆t+1)2( ln ∫ DzP (yt+1∣∆t+1 +
√
χt+1 z)).

(3.38)

where ∆t ≡ ∑
N
i=1A

t
im

t−1
i and χt ≡ ∑

N
i=1(A

t
i)

2vt−1
i . These equations, just like (3.20)

and (3.21) for the one-dimensional example in the previous section, summarize both
the update and project steps. The iteration of these equations together with expres-
sions (3.24) and (3.25) make up what we call the Bayesian Online CS Algorithm
(Algorithm 1).

Algorithm 1 Bayesian Online CS Algorithm
1: Initialize a0

i = 0, h0
i = 0 for i = 1, . . . ,N

2: while t < tmax do
3: Obtain new measurement yt ∼ P (yt∣At ⋅x0)

4: Update {(ati, h
t
i)} ▷ Eqs. 3.38

5: Estimate signal means mt and variances vt ▷ Eqs. 3.24 and 3.25
6: end while
7: return mt

5Even though the third term on the right-hand side of the last expression is of order O(N−1)
while the second term is of order O(N−1/2), in the former (At+1

i )2 is always a positive number and
its successive accumulation is substantive for α ∼ O(1) (which means t ∼ O(N)) so that it cannot
be ignored in this scenario.
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(a) α = 0.05

(b) α = 0.4

(c) α = 1

(d) α = 1.5

Figure 3.4: Evolution of the posterior distribution P̃i(xi∣Dt) for a non-zero component of
the signal. The vertical dashed line corresponds to the δ(xi) factor in the prior distribution
— the dot on its top is the probability P̃i(xi = 0∣Dt). Cross: true value x0,i; Circle: signal
estimate (posterior mean) mt

i.
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(a) α = 0.05

(b) α = 0.4

(c) α = 1

(d) α = 1.5

Figure 3.5: Evolution of the posterior distribution P̃i(xi∣D
t) for a null component of the

signal. The vertical dashed line corresponds to the δ(xi) factor in the prior distribution
— the dot on its top is the probability P̃i(xi = 0∣Dt). Cross: true value x0,i; Circle: signal
estimate (posterior mean) mt

i.
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Notice that the necessary cost of computation for performing (3.38) is O(N)

per update. This means that the total computational cost for the recovery when
using t = αN measurements is O(N2), which is comparable to the cost per update of
existing fast offline signal recovery algorithms such as the AMP [38, 74, 100]. Also,
since at every step all information about previous measurements is discarded except
for the parameters {(ati, h

t
i)}, the amount of memory necessary to run the online

algorithm is of order O(N).

Analysis

The update equations (3.38) constitute a set of N pairs of stochastic difference
equations in which the randomness comes from the variables At (which are random
by design) and yt (in which the randomness comes from possible sources of noise).
Figures 3.4 and 3.5 showed a couple of simulation runs for the algorithm, but what
can we say about the typical behaviour of such a system? As it turns out, in the
limit of N, t → ∞ (but keeping α = t/N finite), the behaviour is very well defined.
In the previous chapter we introduced the replica method to analyze the offline
recovery error in this same limit; here we will take a entirely different approach,
which nonetheless has many parallels with the results already presented. Observe
equations (3.38) and note that since Ati ∼ O(N−1/2), the difference with each update
for ati and hti becomes negligible as N grows. It is this property that allows their
reduction to a set of ordinary differential equations by means of:

at+1
i − ati ≃

1
N

∂ai
∂α

and ht+1
i − hti ≃

1
N

∂hi
∂α

. (3.39)

In what follows next, differential equations will be derived from the two update
equations (3.36), in which the indices i are still preserved on all terms at the R.H.S.
of both.

Before going straight to the derivation of these equations, let us introduce an
Ansatz for ati and hti in the limit N →∞. First, notice that in distribution P̃ (x) =

exp(−ax2/2 + hx)φ(x)/Z, if one ignores the prior φ(x) (or, equivalently, make it
constant φ(x) = c) then a acts as the inverse variance and h is strictly related to the
expected value of x. With φ(x) = (1 − ρ)δ(x) + ρg(x) this is clearly not as simple,
but nonetheless we propose that the stochastic nature of (3.38) and the statistical
uniformity with respect to the site indices i allow us to write

ati ≃ Q̂(t). (3.40)
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Figure 3.6 shows the evolution of ati with the number of measurements t, demon-
strating that they do indeed have all approximately the same value and distribute
themselves according to a normal distribution with mean Q̂ and variance σ2

a, which
goes to zero with N →∞.

(a) Evolution of ati. Dashed line: mean.

(b) Histogram of ati at α = 1. (c) Variance of ati at α = 1

Figure 3.6: Evolution of the natural parameters ati for the noisy standard CS scenario
with N = 2000, σ2

n = 10−4 and a Gauss-Bernoulli prior with ρ = 0.1 and σ2 = 1. Both (a)
and (b) are the results of just one simulation and each point on (c) corresponds to the
average of 100 simulations. The values of ati concentrate around a mean value Q̂ (a) with
variance σ2

a (b). The value of σ2
a gets smaller for larger system size N , indicating even

more concentration around Q̂.

As for hti, we expect their values to grow in the direction of x0,i, but to maintain
a stochastic nature. In Figure 3.7 it is possible to see the evolution of hti with t and
a linear dependence between hti and x0,i. With that in mind, for zti ∼ N (0,1), we
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propose that
hti ≃ m̂(t)x0,i +

√
q̂(t)zti . (3.41)

In what follows, the dependency of the macroscopic variables Q̂, m̂ and q̂ on the
time t will be omitted for conciseness.

(a) Evolution of hti. Dashed line: mean.

(b) hti × x0,i for α = 1 with linear fit (blue line).

Figure 3.7: Evolution of the natural parameters ati for the noisy standard CS scenario with
N = 2000, σ2

n = 10−4 and a Gauss-Bernoulli prior with ρ = 0.1 and σ2 = 1. Both figures
correspond to the results of one simulation. The dispersion of hti at the right end of (a) is
not random — in fact, a linear fit of hti × x0,i is possible with good precision (b), allowing
us to write hti ≃ m̂(t)x0,i +

√
q̂(t)zti .

Now consider first the update equation for the parameters ati, repeated here for



85

ease of reading:

at+1
i − ati = −(A

t+1
i )2 ∂2

∂(∆t+1
∖i )2( ln∫ DzP (yt+1∣∆t+1

∖i +
√
χt+1
∖i z)). (3.42)

If the limit N → ∞ is taken and both sides of the equality are summed over all
indices i, we obtain

1
N

∂

∂α
∑
i

ati ≃ −∑
i

(At+1
i )2 ∂2

∂(∆t+1
∖i )2( ln∫ DzP (yt+1∣∆t+1

∖i +
√
χt+1
∖i z)). (3.43)

We would like to take the average of both sides with respect to all randomness At,
yt and x0 — considering equations (3.36) is what allows such an endeavour to be
completed, since in them we take the derivative of the integral with respect to ∆t+1

/i ,
which is not a function of At+1

i ; if we were considering equations (3.38) instead, the
term with ∆t+1 would not be independent of its multiplicative factor and we would
not be able to take the average of both terms separately. So taking the expected
value of the whole expression results in

1
N

∂

∂α
∑
i

ati ≃ −∑
i

⟨⟨(At+1
i )2⟩

A
⟨

∂2

∂(∆t+1
∖i )2( ln∫ DzP (yt+1∣∆t+1

∖i +
√
χt+1
∖i z))⟩

A

⟩

y,x0

= −∑
i

1
N

⟨
∂2

∂(∆t+1
∖i )2( ln∫ DzP (yt+1∣∆t+1

∖i +
√
χt+1
∖i z))⟩

A,y,x0

= −∑
i

1
N

⟨
∂2

∂(∆t+1)2( ln∫ DzP (yt+1∣∆t+1 +
√
χt+1 z)) +O(At+1)⟩

A,y,x0

= − ⟨
∂2

∂(∆t+1)2( ln∫ DzP (yt+1∣∆t+1 +
√
χt+1 z))⟩

A,y,x0

. (3.44)

From the second to the third line, a Taylor expansion just like in the previous
section eliminated the /i indexes, having as collateral effect the appearance of a
term proportional to At+1

i . In the transition from the third to the fourth line we
made use of the fact that At+1

i ∼ N (0,N−1) to trivially equate this term’s expected
value to zero. Consideration of the identity (3.40) here transforms the differential
equation (3.44) into

∂Q̂

∂α
= − ⟨

∂2

∂(∆t+1)2( ln∫ DzP (yt+1∣∆t+1 +
√
χt+1 z))⟩

A,y,x0

. (3.45)

A similar procedure can be followed for the update equation for parameters hti
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in (3.36) (which is also repeated here after exponentiation of both sides):

(ht+1
i − hti)

2 = (At+1
i )2(

∂

∂∆t+1
∖i

( ln∫ DzP (yt+1∣∆t+1
∖i +

√
χt+1
∖i z)))

2

, (3.46)

This expression can be worked through as follows. Let us denote changes of q̂
and m̂ (from expression (3.41)) between measurements t and t + 1 as ∆q̂ and ∆m̂,
respectively, and rewrite the update of hti as

ht+1
i − hti ≃ ∆m̂x0,i +∆q̂ ζti (3.47)

where the standard normal random variable ζti is independent of zti .

Figure 3.8: Evolution of ∣hti∣ for one simulation of the noisy standard CS scenario with
N = 2000, σ2

n = 10−4 and a Gauss-Bernoulli prior with ρ = 0.1 and σ2 = 1. Dashed line:
mean.

Now, empirically (Figure 3.8) we know that for t ∼ O(N), hti is O(1). This fact
implies that the terms

√
q̂zti and m̂x0,i — which are constituents of hti — must also

be O(1). Since m̂ is the cumulative sum of all ∆m̂, then each of these factors should
be O(t−1) ∼ O(N−1). At the same time, each ∆q̂ is a small increase in the variance of
the random process zi, so that they must also be O(N−1). All these considerations
imply that if we sum over (ht+1

i − hti)
2 and use the law of large numbers to replace

sums for their expectations, we will obtain

N

∑
i=1

(ht+1
i − hti)

2 ≃ ∆q̂
N

∑
i=1
ζ2
i + 2

N

∑
i=1

√
∆q̂∆m̂ζix0,i + (∆m̂)2

N

∑
i=1

(x0,i)
2

= ∆q̂⟨ζ2
i ⟩ + 2

√
∆q̂∆m̂⟨ζix0,i⟩ + (∆m̂)2⟨(x0,i)

2⟩

= ∆q̂⟨ζ2
i ⟩ + (∆m̂)2⟨(x0,i)

2⟩. (3.48)
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Since (∆m̂)2 ∼ O(N−2) is a negligibly small term compared to ∆q̂∑Ni=1 ζ
2
i ≃ N∆q̂ ≃

dq̂/dα, which is O(1), we have that

N

∑
i=1

(ht+1
i − hti)

2 ≃
∂q̂

∂α
(3.49)

and together with (3.46) this derivative can be calculated to give

∂q̂

∂α
≃

N

∑
i=1

⟨⟨(At+1
i )2⟩

A
⟨(

∂

∂∆t+1
∖i

( ln∫ DzP (yt+1∣∆t+1
∖i +

√
χt+1
∖i z)))

2

⟩
A

⟩

y,x0

≃
N

∑
i=1

⟨⟨(At+1
i )2⟩

A
⟨(

∂

∂∆t+1( ln∫ DzP (yt+1∣∆t+1 +
√
χt+1 z)))

2

⟩
A

⟩

y,x0

= ⟨(
∂

∂∆t+1( ln∫ DzP (yt+1∣∆t+1 +
√
χt+1 z)))

2

⟩
A,y,x0

. (3.50)

To find a similar expression for the last macro-parameter m̂, we multiply the hti
update rule in (3.36) for x0,i:

∑
i

x0,i(h
t+1
i − hti) =∑

i

x0,iA
t+1
i

∂

∂∆t+1
∖i

( ln∫ DzP (yt+1∣∆t+1
∖i +

√
χt+1
∖i z)). (3.51)

From (3.41), we have that ∑i ⟨htix0,i⟩ ≃
√
q̂∑i ⟨zix0,i⟩ + m̂∑i ⟨(x0,i)2⟩ = Nm̂Q0, with

the definition
Q0 ≡ (1/N)∑

i

⟨(x0,i)
2⟩. (3.52)

Therefore, taking the expected value of both sides of (3.51) results in

∂m̂

∂α
≃

1
Q0

⟨∑
i

x0,iA
t+1
i

∂

∂∆t+1
∖i

( ln∫ DzP (yt+1∣∆t+1
∖i +

√
χt+1
∖i z))⟩

A,y,x0

=
1
Q0
∫ dy ⟨∑

i

x0,iA
t+1
i P (y∣∆t+1

0 )
∂

∂∆t+1
∖i

( ln∫ DzP (yt+1∣∆t+1
∖i +

√
χt+1
∖i z))⟩

A,x0

(3.53)

where the expected value on y ∼ P (y∣u) was made explicit. If we define, just like we
had defined the ∆t and ∆t

/i factors above, the projections

∆t+1
0,∖i ≡∑

j≠i
At+1
j x0,j and ∆t+1

0 ≡∑
j

At+1
j x0,j, (3.54)
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we can make use of another Taylor expansion to expand P (y∣∆t+1
0 ):

P (y∣∆t+1
0 ) ≃ P (y∣∆t+1

0,∖i) + (x0,iA
t+1
i )

∂

∂∆t+1
0,∖i

P (y∣∆t+1
0,∖i) +O((At+1

i )2). (3.55)

Therefore,

∂m̂

∂α
=

1
Q0
∫ dy ⟨∑

i

x0,iA
t+1
i [P (y∣∆t+1

0,∖i) + (x0,iA
t+1
i )

∂

∂∆t+1
0,∖i

P (y∣∆t+1
0,∖i)]×

×
∂

∂∆t+1
∖i

( ln∫ DzP (yt+1∣∆t+1
∖i +

√
χt+1
∖i z))⟩

A,x0

=
1
Q0
∫ dy ∑

i

[ ⟨x0,iA
t+1
i ⟩×

× ⟨P (y∣∆t+1
0,∖i)

∂

∂∆t+1
∖i

( ln∫ DzP (yt+1∣∆t+1
∖i +

√
χt+1
∖i z))⟩+

⟨(x0,iA
t+1
i )2⟩×

× ⟨
∂

∂∆t+1
0,∖i

P (y∣∆t+1
0,∖i)

∂

∂∆t+1
∖i

( ln∫ DzP (yt+1∣∆t+1
∖i +

√
χt+1
∖i z))⟩ ].

(3.56)

As ⟨At+1
i ⟩ = 0 and ∑i(x0,i)2 ⟨(At+1

i )2⟩At+1 = (1/N)∑i(x0,i)2 = Q0,

∂m̂

∂α
= ∫ dy ⟨

∂

∂∆t+1
0,∖i

P (y∣∆t+1
0,∖i)

∂

∂∆t+1
∖i

( ln∫ DzP (yt+1∣∆t+1
∖i +

√
χt+1
∖i z))⟩

A,x0

≃ ∫ dy ⟨
∂

∂∆t+1
0
P (y∣∆t+1

0 )
∂

∂∆t+1( ln∫ DzP (yt+1∣∆t+1 +
√
χt+1 z))⟩

A,x0

(3.57)

Equations (3.45), (3.50) and (3.57) are all functions of ∆t
0, ∆t and χt. They

can assume simpler forms with the introduction of these variable’s first and second
moments. As sums of normal random variables, ∆t

0 and ∆t also follow a multivariate
normal distribution with mean

⟨∆t
0⟩ =

N

∑
i=1

⟨Ati⟩x0,i = 0 (3.58)

⟨∆t⟩ =
N

∑
i=1

⟨Ati⟩mi = 0 (3.59)
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and covariance

⟨(∆t)2⟩ =
N

∑
i=1

N

∑
j=1

⟨AtiA
t
j⟩mimj =

N

∑
i=1

N

∑
j=1

1
N
δijmimj =

1
N

N

∑
i=1
m2
i (3.60)

⟨(∆t
0)

2⟩ =
1
N

N

∑
i=1

(x0,i)
2 (3.61)

⟨∆t
0∆t⟩ =

1
N

N

∑
i=1
x0,imi, (3.62)

where ⟨⋯⟩ denotes the average with respect to the measurement vectors At. Let us
name the covariates ⟨(∆t)2⟩ ≡ q, ⟨(∆t

0)
2⟩ ≡ Q0 and ⟨∆t

0∆t⟩ ≡m. Then

⟨χt⟩ =
N

∑
i

⟨(Ati)
2⟩vi =

N

∑
i

⟨(Ati)
2⟩⟨x2

i ⟩

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
≡Q

−
N

∑
i

⟨(Ati)
2⟩mi = Q − q (3.63)

and its variance is proportional to N−2. The results above mean that we can write
∆t and ∆0

t as sums of independent standard Gaussians u and v:

⎧⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎩

∆t ≡
√
qv

∆t
0 ≡

√

Q0 −
m2

q
u +

m
√
q
v.

(3.64)

At the same time, up to order N−1,

χt ≡ Q − q. (3.65)

Expliciting

⟨xi⟩ =
∂

∂(
√
q̂z)

lnZ(Q̂,
√
q̂z + m̂x0,i), (3.66)

where Z(a, h) = ∫ dxφ(x)e
−ax2/2+hx, and introducing the averages on y and x0 yields

the analytic expressions

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

Q0 = ∫ dxφ(x)x2

m = ∫ dx0φ(x0)Dzx0 ⟨x⟩ ,

q = ∫ dx0φ(x0)Dz ⟨x⟩
2
,

Q = q + ∫ dx0φ(x0)Dz
∂ ⟨x⟩

∂(
√
q̂z)

.

(3.67)
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With these, equations (3.45), (3.50) and (3.57) can be written, respectively,

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

∂Q̂

∂α
≃ −∫ dy∫ Du∫ Dv

⎡
⎢
⎢
⎢
⎢
⎣

P(y∣

√

Q0 −
m2

q
u +

m
√
q
v)×

×
∂2

∂(
√
qv)2( ln∫ DzP (y∣

√
qv +

√
Q − q z))

⎤
⎥
⎥
⎥
⎥
⎦

∂q̂

∂α
≃ ∫ dy∫ Du∫ Dv

⎡
⎢
⎢
⎢
⎢
⎣

P(y∣

√

Q0 −
m2

q
u +

m
√
q
v)×

×(
∂

∂(
√
qv)

( ln∫ DzP (y∣
√
qv +

√
Q − q z)))

2⎤
⎥
⎥
⎥
⎥
⎦

∂m̂

∂α
≃ ∫ dy∫ Du∫ Dv

⎡
⎢
⎢
⎢
⎢
⎣

∂

∂(mv/
√
q)
P(y∣

√

Q0 −
m2

q
u +

m
√
q
v) ×

×
∂

∂(
√
qv)

( ln∫ DzP (y∣
√
qv +

√
Q − q z))] .

(3.68)
They are a set of partial differential equations

∂Q̂

∂α
= f1(Q0,Q, q,m),

∂q̂

∂α
= f2(Q0,Q, q,m),

∂m̂

∂α
= f3(Q0,Q, q,m). (3.69)

that fully describe the reconstruction behaviour of the online algorithm in the limit
N →∞. With them, the performance of the algorithm in the large N limit can then
be calculated through the following scheme which summarizes the results in the last
paragraphs:

Scheme for calculation of the macroscopic behaviour of the Bayesian Online Com-
pressed Sensing Algorithm for N →∞

1: Given Q̂, q̂ and m̂;
2: Calculate Q(Q̂, q̂, m̂), q(Q̂, q̂, m̂) and m(Q̂, q̂, m̂);
3: Update Q̂, q̂ and m̂ through eqs. (3.67);
4: The normalized reconstruction error is given by the normalized mse = (Q0−2m+

q)/Q0.

Three issues are of note here. First off, note that the macroscopic variables
Q0,Q, q and m defined in this section have the same meaning as the overlap variables
in the replica-symmetric calculation of the Bayesian offline signal recovery scheme;
thus, the naming of the variables was far from accidental. Second, replacing the triad
(dQ̂/dα, dq̂/dα, dm̂/dα) with (Q̂/α, q̂/α, m̂/α) in (3.69) yields the exact equation of
state for the Bayesian offline signal recovery (obtained through derivation of the free
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energy (2.16)). The mathematical implication is that whatever existing performance
limitation of the online method (as compared to the offline method) arrives from
the differences in the macroscopic descriptions — i.e., the use of differential instead
of algebraic equations. Third, the equations of state (3.69) allow a solution with
Q̂ = q̂ = m̂, Q = Q0, and q = m. This corresponds to the Nishimori line, when the
signal distribution φ0(x) is perfectly known. Focusing on the solution of this type
simplifies (3.69) and (3.67) to

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

q = ∫ dx0φ(x0)Dz (∂/∂(
√
q̂z) lnZ(q̂,

√
q̂z + q̂x0))

2

dq̂

dα
= ∫ dy∫ Dv

⎡
⎢
⎢
⎢
⎢
⎣
∫ DuP (y∣

√
q v +

√
Q0 − q u)×

×(
∂

∂
√
qv

ln∫ DuP (y∣
√
q v +

√
Q0 − q u))

2 ⎤
⎥
⎥
⎥
⎥
⎦

.

(3.70)

In order to test the algorithm and the macroscopic description above, we sim-
ulated two representative scenarios of Compressed Sensing. Since real life applica-
tions always suffer from a certain amount of measurement corruption, for practical
relevance of the framework we considered situations where each measurement was
degraded by Gaussian noise of zero mean and variance σ2

n for both cases. The
first scenario is the standard CS, which has been mentioned many times here be-
fore and is characterized by P (y∣u) = (2πσ2

n)
−1/2 exp (−(y − u)2/(2σ2

n)). The other is
the 1-bit CS (Appendix B), which in the presence of noise is modeled by P (y∣u) =

∫ DzΘ (yu + σnz). Here, y ∈ {+1,−1}, and Θ(x) = 1 for x ≥ 0 and 0 otherwise. In all
examples the Gauss–Bernoulli prior φ(x) = (1−ρ)δ(x)+ρ(2πσ2)−1/2 exp (−x2/(2σ2))

was considered, implying in Q0 = ρσ2.

Figures 3.9 and 3.10 compare the normalized reconstruction error mse from the
experimental results obtained with (3.38) and the theoretical predictions of this sec-
tion. For standard CS (Figure 3.9), where the main interest still lies in making
less measurements than the dimension of the signal, our analysis was constrained
to α ≤ 1. But in the 1-bit CS case, measurements are considered cheap whilst data
transmission and/or storage are costly [14], justifying the analysis of the perfor-
mance of the algorithm for α > 1. The experimental results represent averages over
1000 samples, while the theoretical predictions were evaluated by solving the sys-
tem of equations (3.70) with the use of the Runge–Kutta method. The empirical
data extrapolated to N → ∞ (Figure 3.11) exhibits excellent agreement with the
theoretical predictions.

Fig. 3.12 compares the reconstruction error mse from the theoretical predictions
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Figure 3.9: Standard CS scenario with ρ = 0.01 and σ2 = 1. Comparison between the mse
normalized by Q0 from experimental results and theoretical predictions for the (a) noiseless
(σ2
n = 0) and (b) noisy (σ2

n = 10−4) cases. The crosses (in descending order) correspond to
the average of 1000 simulations with N = 2000, 3000, 4000, and 5000 and the blue circles
are the extrapolations of the data to N → ∞ by quadratic fitting. The lines represent the
theoretical performances of the online ( continuous) and offline ( dotted) reconstructions,
and the asymptotic dynamics of (3.70) ( dashed). In (a), the macroscopic dynamics is
truncated because of numerical limitations of the computational environment utilized. Also
in this case, offline reconstruction gives mse = 0 for α > αc(ρ).

(3.70) of the online and offline methods for the standard CS case. It becomes clear
that the drawback of the utilization of the online method is only a small loss of
performance which becomes even smaller with larger noise. On the other hand,
considerable computational effort can be saved by its use.

Asymptotic Analysis

In the presence of Gaussian measurement noise, the differentiability of P (y∣u) with
respect to u guarantees that in the asymptotic limit defined by q̂ →∞ and q → Q0,
the right-hand side in the second equation of (3.70) becomes a constant. This implies
that q̂ ≃ Iα asymptotically holds in the online reconstruction, yielding an universal
expression for the asymptotic normalized error: mse ≃ ρ/q̂ = ρ/(Iα), where

I = ∫ dy∫ DvP (y∣
√
Q0v)(

∂

∂
√
Q0v

lnP (y∣
√
Q0v))

2

. (3.71)

Remarkably, this is the same expression obtained for the offline reconstruction (e.g.,
[137]). This shows the potential utility of the Bayesian Online CS algorithm and
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Figure 3.10: 1-bit CS scenario with ρ = 0.1 and σ2 = 1. Comparison between the mse
normalized by Q0 from experimental results and theoretical predictions for the (a) noiseless
(σ2
n = 0) and (b) noisy (σ2

n = 10−1) cases. The crosses (in descending order) correspond to
the average of 1000 simulations with N = 500, 1000, 2000, and 4000 and the blue circles
are the extrapolations of the data to N → ∞ by quadratic fitting. The lines represent the
theoretical performances of the online ( continuous) and offline ( dotted) reconstructions.

Figure 3.11: Example of a quadratic fit to eliminate the finite size effect present in the
simulations. 1-bit CS scenario with α = 0.8, ρ = 0.1 and σ2 = 1.

indicates that a performance similar to that of the offline method can be asymptoti-
cally achieved with a significant reduction in computational costs. For standard CS
with very sparse signals where ρ ≪ 1 this asymptotic regime can be found already
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Figure 3.12: Theoretical differences between the normalized mse from the predictions of the
online and offline reconstruction in the Standard CS scenario with ρ = 0.01 and σ2 = 1.
Lines correspond to the noise variance σ2

n equal to 10−8 ( dashed), 10−5 ( dot-dashed) and
10−2 ( dotted). Inset: The differences calculated at α = 1.

for α < 1 (Figure (3.9)(b)).

In the noiseless scenario the situation is different — there is a fundamental gap
in the asymptotically achievable performance limit. For noiseless standard CS, the
offline reconstruction achieves mse = 0 whenever α is greater than a certain critical
ratio 0 < αc(ρ) < 1 (Chapter 2). On the other hand, analysis of (3.70) indicates
that mse ≃ O (exp(−α/ρ)) holds for the normalized error when α/ρ is large (Figure
(3.9)(a)), which confirms our intuition that even in this scenario perfect recovery
is, unfortunately, impossible with the Bayesian Online CS algorithm. However, this
result may still promote the use of the online algorithm for very sparse signals with
0 < ρ≪ α where exp(−α/ρ) becomes negligible. For noiseless 1-bit CS, it is possible
to show that mse ≃ Q0 (

ρ
2Kα)

2 is asymptotically achieved by the offline method,
where K = 0.3603 . . . [137]. For the online scenario, solution of (3.70) yields the
asymptotic form mse ≃ Q0 (

ρ
Kα

)
2 for α≫ 1. This means the same fundamental gap

is found here and indicates that online recovery can save computation and memory
costs considerably while sacrificing mse by only a factor 4 asymptotically.

The dependence on α on the asymptotic results demonstrates that the error does
never vanish in the online reconstruction scenario. This comes in contrast to the
offline scenario, where the stabilization of the signal estimate can provide heuristic
rules to determine the necessity (or not) of performing more measurements in order
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to achieve perfect reconstruction [80]. Such a method is not possible here, but the
possibility remains open for inversion of these same asymptotic results in order to
calculate a threshold αthr for which an acceptable error is met.
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4.1 Introduction
A limitation of the Bayesian Online Compressed Sensing algorithm introduced in
the previous chapter is the simple fact that in a real-world scenario one does not
know the exact parameters of the generating distribution, and possibly not even
some of its major characteristics except for the fact that the generated signals are
somewhat sparse. Even in the most controlled scenarios, exactitude should not be
expected and an ideal algorithm should be robust to at least partially incorrect
assumptions. As can be seen in the examples in Figure 4.1, if one introduces a prior
φ(x) in the projected distribution P̃ (x∣Dt) (equation (3.23)) which is different from
the actual function φ0(x) that generated the signal, the reconstruction accuracy
drops significantly. For the same number of measurements, the signal’s estimate
can be considerably worse (Figure 4.2). Therefore there is a real necessity to extend
the formalism above to these more realistic situations.

Figure 4.1: Comparison of the normalized reconstruction error with the Bayesian Online
CS algorithm in two noiseless standard CS scenarios: with prior identical to the signal
generating distribution (dashed) φ(x) ≡ φ0(x) = (1−0.1)δ(x)+0.1N (0,1), and with a mis-
matched prior (green: 100 simulations; blue: mean) φ(x) = (1−0.4)δ(x)+0.4N (0.2,0.6).

In this chapter two separate strategies to tackle this limitation are proposed.
Using the Bayesian Online Compressed Sensing framework as a canvas, they both
consist in the addition of extra steps in Algorithm 1 for the learning of hyper-
parameters in the prior distribution. Nevertheless, since the starting points and
theoretical basis of both strategies are different, they are presented here in two
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(a) φ(x) = φ0(x)

(b) φ(x) ≠ φ0(x)

Figure 4.2: Comparison between the reconstructed signals with the Bayesian Online CS
algorithm in two noiseless standard CS scenarios: (a) prior identical to the signal gen-
erating distribution φ(x) ≡ φ0(x) = (1 − ρ)δ(x) + ρ[δ(x + 1)/2 + δ(x − 2)/2], and (b) mis-
matched prior φ(x) = (1 − ρ)δ(x) + ρN (0,1). In both cases, ρ = 0.3 and α = 2. The true
signal x0 is shown in blue circles and the respective reconstructions in colored lines.

separate sections. In the first one, the optimal parameters are learned through
extremization of the free-energy, defined as the logarithm of the evidence. This
technique has already been proven successful in the offline Bayesian Compressed
Sensing setting, but here its viability in the online scenario is shown. The second
strategy is based on a Bayesian formulation of the `1-minimization problem (i.e.
the LASSO), where the sparsity parameter is learned through minimization of the
KL-divergence. In what follows, we will consider that all signals are generated by
the distribution φ0(x) = (1−ρ)δ(x)+ρg(x), for some distribution g(x) with no finite
mass at the origin.
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4.2 Parameter learning

Consider first the prior

φ(x) = (1 − ρ′)δ(x) + ρ′s(x), (4.1)

where ρ′ ≠ ρ and s(x) ≡ s(x;θ) may have the same functional form as g(x) but
the wrong parameters, or it may be of an entirely different type. In any case,
s(x) ≠ g(x). It will be shown that a free-energy-like quantity can be minimized with
respect to ρ′ and all other parameters in s(x) at every iteration in order to find an
optimal prior distribution, i.e. the best approximation to φ0(x).

In this section we will introduce a technique which has already been applied suc-
cessfully to the Bayesian offline Compressed Sensing framework [74, 75]. Assume for
now that the prior distribution φ(x) = φ(x;θ) is parameterized by the set of hyper-
parameters θ = (θi). For example, if the prior is the Gauss-Bernoulli distribution
φ(x) = (1 − ρ)δ(x) + ρ/

√
2πσ2 exp[−(x − x̄)2/2σ2], then θ = (ρ, x̄, σ2) and we write

φ(x) = φ(x;ρ, x̄, σ2). Now consider that the signal generating distribution is of the
same type, but parameterized by θ0 (the Gauss-Bernoulli case would correspond to
φ0(x) = φ(x;ρ0, x̄0, σ2

0)). Whatever the set θ we make use of in the inference process,
after t measurements the full posterior distribution (3.3) can be rewritten

P (x∣Dt;θ) = P (Dt∣x)φ(x;θ)
∫ dx

′P (Dt∣x′)φ(x′;θ) . (4.2)

Consider the joint distribution P (x,Dt;θ) = P (Dt∣x)φ(x;θ) and its marginal

P (Dt;θ) ≡ ∫ dxP (Dt∣x)φ(x;θ). (4.3)

The KL-divergence between the two marginals P (Dt;θ) and P (Dt;θ0) is given by
DKL(Pθ0 ∣∣Pθ) = ∫ dD

tP (Dt;θ0) log[P (Dt;θ0)/P (Dt;θ)] ≥ 0. Inversion of the log-
arithm term results in ∫ dDtP (Dt;θ0) log[P (Dt;θ0)/P (Dt;θ0)] ≤ 0 or, by making
the integral implicit,

⟨log ∫ dxP (Dt∣x)φ(x;θ0)

∫ dxP (Dt∣x)φ(x;θ) ⟩
P (Dt;θ0)

≤ 0. (4.4)

Now let us define the free-energy-like function

F (θ) ∶= − log∫ dxP (Dt∣x)φ(x;θ). (4.5)
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What equation (4.4) tells us is that

⟨F (θ0)⟩P (Dt;θ0) ≤ ⟨F (θ)⟩P (Dt;θ0) (4.6)

for any values of θ. As a consequence,1 the derivatives of F by the components of
θ should be zero at θ = θ0 if F (θ) is sufficiently smooth. That is, for θ = (θi),

⟨
∂

∂θi
F (θ)⟩

P (Dt;θ0)
∣

θi=θ0,i

= 0. (4.7)

In summary, this means that in the signal inference process with a mismatched prior
there is a quantity F which is at its minimum when the “correct” hyper-parameters
(i.e. hyper-parameters that match the ones at the actual generating distribution)
are used. This leads to a simple method for the estimation of optimal parameters
θ̂:

θ̂ = arg min
θ

F (θ). (4.8)

Since the integral in (4.3) is the evidence (i.e. the denominator) in the Bayes’ for-
mulation of the Compressed Sensing problem (4.2), this procedure is often called
maximization of evidence (e.g. [78]).2 In one Bayesian offline Compressed Sensing
application [75], the AMP algorithm (Appendix A) was adapted to perform the
minimization of F (θ) at every message’s iteration, in a procedure similar to an
Expectation-Maximization algorithm [4]. Here we build on this idea and propose
that updating the hyper-parameters θ according to (4.8) after every new measure-
ment, but otherwise keeping the Bayesian online Compressed Sensing algorithm
intact, leads to optimal θ. In particular, if the prior has the same functional form
as the generating distribution, then θ → θ0.

As a practical example, consider the ever-present case of the Gauss-Bernoulli
prior φ(x;ρ, σ2, x̄) = ∏

N
i=1 φ(xi;ρ, σ2, x̄), where each factor in the product is defined

by
φ(xi;ρ, σ2, x̄) = (1 − ρ)δ(xi) +

ρ
√

2πσ2
exp[−(xi − x)2/(2σ2)]. (4.9)

The signal generating distribution is then φ0(x) = φ(x;ρ0, σ2
0, x̄0). After t measure-

ments, equation (4.8) indicates that the best estimates ρ̂t, σ̂t and ˆ̄xt of the hyper-
parameters ρ0, σ0 and x̄0 are given by the three equations ρ̂t = arg minρF (Dt;ρ, σ, x̄),

1To avoid complications, we assume that all parameters are defined over open intervals. For
example, in the Gauss-Bernoulli distribution φ(x;ρ, x̄, σ2) = (1 − ρ)δ(x) + ρN (x̄, σ2), ρ ∈ (0,1),
σ2 ∈ (0,∞) and x̄ ∈ (−∞,∞).

2Other names include maximization of type II likelihood [10], minimization of ABIC [1] and
minimization of the Bethe free entropy [75].
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σ̂t = arg minσ F (Dt;ρ, σ, x̄) and ˆ̄xt = arg minx̄F (Dt;ρ, σ, x̄). The solutions to this
system of equations can be found through explicit calculation of the quantity (4.8)
and its derivation by ρ, σ and x̄. At the minimum, its derivatives must be zero
(equation (4.7)), i.e. (∂/∂ρ)F (Dt;ρ, σ, x̄)∣ρ=ρ̂t = 0, and similar expressions for the
other variables. These equations can be reduced to the search for the fixed points
of the following system:

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

ρt =

∑i (
1 + ati(σt)2

hti + x̄
t/(σt)2)m

t
i

∑i [1 − ρt + ρt√
1+ati(σt)2

Ei(x̄t, σt)]

−1

x̄t =
∑im

t
i

ρt∑i [(1 − ρt)
√

1 + ati(σt)2Ei(x̄t, σt)−1 + ρt]
−1

(σt)2 =
∑i v

t
i + (mt

i)
2

ρt∑i [(1 − ρt)
√

1 + ati(σt)2Ei(x̄t, σt)−1 + ρt]
−1 − (x̄t)2,

(4.10)

where Ei(x̄, σ) ≡ Ei(x̄, σ;ati, hti) ∶= exp [− x̄2/(2σ2)+ (hti + x̄/σ
2)2/(2(ati +1/σ2))]. For

all the examples below, these fixed point solutions were found iteratively. Equations
(4.10) were transformed into update equations which could be calculated one at a
time. The introduction of damping parameters γρ, γσ, γx̄ provide stability for the
algorithm. The actual equations in this case become:

ρ̂t+1 = (1 − γρ)ρ̂t + γρ
∑i (

1 + ati(σt)2

hti + x̄
t/(σt)2)m

t
i

∑i [1 − ρt + ρt√
1+ati(σt)2

Ei(x̄t, σt)]

−1 (4.11)

ˆ̄xt+1 = (1 − γx̄)ˆ̄xt + γx̄
∑im

t
i

ρt+1∑i [(1 − ρt+1)
√

1 + ati(σt)2Ei(x̄t, σt)−1 + ρt+1]
−1 (4.12)

(σ̂t+1)2 = (1 − γσ)(σ̂t)2

+ γσ
∑i v

t
i + (mt

i)
2

ρt+1∑i [(1 − ρt+1)
√

1 + ati(σt)2Ei(x̄t+1, σt)−1 + ρt+1]
−1 − (x̄t+1)2.(4.13)

These three equations together compose an additional step to be inserted in the
original Algorithm 1. After update of the natural parameters {(ati, h

t
i)} and cal-

culation of the means and variances of all components, the prior should also be
updated in accord with the information obtained with the new measurement. We
call this sequence the Bayesian Online Compressed Sensing Algorithm with Param-
eter Learning, and all its steps are summarized in Algorithm 2.
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Algorithm 2 Bayesian Online CS Algorithm with Parameter Learning
1: Initialize a0

i = 0, h0
i = 0 for i = 1, . . . ,N

2: Initialize ρ0, x̄0 and σ0

3: while t < tmax do
4: Obtain new measurement yt ∼ P (yt∣At ⋅x0)

5: Update {(ati, h
t
i)} ▷ Eqs. 3.38

6: Estimate signal means mt and variances vt ▷ Eqs. 3.24 and 3.25
7: Update estimates of ρt, x̄t and σt ▷ Eqs. 4.11, 4.12 and 4.13
8: end while
9: return mt

Figures 4.3 and 4.4 show the behavior of the algorithm, especially in what con-
cerns equations (4.11), (4.12) and (4.13). A total of 100 simulations of the standard
Compressed Sensing setting for each scenario can be visualized in the four panels
of each figure. In all the examples, the simulations started with the same Gauss-
Bernoulli prior distribution φ(x;ρ = 0.4, x̄ = 0.2, σ2 = 0.6). This prior is of the same
functional form as the signal generating distribution φ0(x) = φ(x;ρ = 0.1, x̄ = 0, σ2 =

1), but all its parameters are mismatched. In both examples it is clear that the
parameters can converge to their true value, in average, even for α ≪ 1, provided
appropriate dumping parameters. Many values were tested and the results shown
were obtained with γρ = 0.1, γσ = 0.1 and γx̄ = 0.01.

Nevertheless, it is important to notice that knowledge of the true distribution
might not be available, so that although these simulations show the possibility of
hyper-parameter learning, the practical utility of the algorithm is still not guaran-
teed. What is a remarkable result, though, is that the algorithm performs well even
when the functional form of the generating distribution is unknown. Figures 4.5
and 4.6 demonstrate a learning scenario where signals are generated by the ternary
distribution φ0(x) = (1 − ρ0)δ(x) + (ρ0/2)[δ(x + 1) + δ(x − 1)], which generates null
components with probability ρ, and +1/ − 1 components with probability ρ/2 each.
In these examples, the Gauss-Bernoulli prior distribution was used, which not only
is of a different functional form but also possesses a number of parameters different
from the ternary distribution. The figures show that parameter learning is pos-
sible even in this scenario, with ρ converging to ρ0 and the other parameters ˆ̄xt

and (σ̂2)t converging for the mean and variance, respectively, of the distribution
g(x) = [δ(x + 1) + δ(x − 1)]/2. What remains an open question is what type of dis-
tributions make parameter learning possible and effective for Compressed Sensing.
In this work we chose not to tackle this question and introduced the method and
examples above as proof of the possibility of learning without perfect knowledge of
the signal generating distribution.
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(a) ρ̂t (b) ˆ̄xt

(c) σ̂t (d) Reconstruction error

Figure 4.3: Noiseless standard CS and parameter learning. Colored lines corre-
spond to 100 individual simulations with N = 4000, and black lines to their means. Dashed
lines in the first 3 panels are the true parameter values in the generating distribution. Sig-
nal generating distribution: φ0(x) = (1−ρ0)δ(x)+ρ0 exp[−(x−x̄0)

2/2σ2
0]/

√
2πσ2

0, with ρ0 =

0.1, x̄0 = 0 and σ2
0 = 1. Prior distribution: φ(x) = (1−ρ)δ(x)+ρ exp[−(x−x̄)2/2σ2]/

√
2πσ2,

with ρ = 0.4, x̄ = 0.2 and σ2 = 0.72.

(a) ρ̂t (b) ˆ̄xt

(c) σ̂t (d) Reconstruction error

Figure 4.4: Noisy standard CS and parameter learning. Colored lines correspond
to 100 individual simulations with N = 4000 and σ2

n = 10−4, and black lines to their means.
Dashed lines in the first 3 panels are the true parameter values in the generating distribu-
tion. Signal generating distribution: φ0(x) = (1−ρ0)δ(x)+ρ0 exp[−(x− x̄0)

2/2σ2
0]/

√
2πσ2

0,
with ρ0 = 0.1, x̄0 = 0 and σ2

0 = 1. Prior distribution: φ(x) = (1 − ρ)δ(x) + ρ exp[−(x −
x̄)2/2σ2]/

√
2πσ2, with ρ = 0.4, x̄ = 0.2 and σ2 = 0.72.
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(a) ρ̂t (b) ˆ̄xt

(c) σ̂t (d) Reconstruction error

Figure 4.5: Noiseless standard CS and parameter learning for prior with a
mismatched function form. Colored lines correspond to 100 individual simulations
with N = 4000, and black lines to their means. Dashed lines in the first 3 panels are
ρ0 = 0.1, x̄0 = ∫ dxxg(x) = 0 and σ2

0 = ∫ dxx
2g(x)−x̄2

0 = 1, with g(x) = δ(x+1)/2+δ(x−1)/2.
Signal generating distribution: φ0(x) = (1 − ρ0)δ(x) + ρ0g(x). Prior distribution: φ(x) =
(1 − ρ)δ(x) + ρ exp[−(x − x̄)2/2σ2]/

√
2πσ2, with ρ = 0.4, x̄ = 0.2 and σ2 = 0.72.

(a) ρ̂t (b) ˆ̄xt

(c) σ̂t (d) Reconstruction error

Figure 4.6: Noisy standard CS and parameter learning for prior with a mis-
matched function form. Colored lines correspond to 100 individual simulations with
N = 4000 and σ2

n = 10−4, and black lines to their means. Dashed lines in the first
3 panels are ρ0 = 0.1, x̄0 = ∫ dxxg(x) = 0 and σ2

0 = ∫ dxx
2g(x) − x̄2

0 = 1, with
g(x) = δ(x+1)/2+δ(x−1)/2. Signal generating distribution: φ0(x) = (1−ρ0)δ(x)+ρ0g(x).
Prior distribution: φ(x) = (1 − ρ)δ(x) + ρ exp[−(x − x̄)2/2σ2]/

√
2πσ2, with ρ = 0.4, x̄ = 0.2

and σ2 = 0.72.
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4.3 `1-minimization algorithm for Bayesian On-
line CS

As mentioned in the beginning of this work, `1-minimization schemes (e.g. the
LASSO (1.10)) are by far the most popular techniques for Compressed Sensing
signal reconstructions. Section 1.4 has shown in an example how different values
of the sparsity parameter λ affect the reconstructed model, and there an optimal
value λ̂ was found through cross-validation. In fact, finding the best value of the
shrinkage parameter is a common practical issue when using the LASSO, since it
is data-dependent and typically non-trivial. Nevertheless, its great influence on the
reconstructed signal — there is a direct relation between λ and the number of non-
zero coefficients in the estimate —, makes it crucial to get accurate estimates of
λ̂. As mentioned before, usual strategies in offline scenarios include cross-validation
procedures [120] or direct calculation of an ideal number of non-zero components by
adding one at a time in a recursive manner [47]. Unfortunately these strategies are
of little use in the present setting, where each measurement has to be used at most
once and in an online manner.

Note that the LASSO estimator can also be written in a Bayesian manner as
mt = ∫ dxxP`1(x∣D

t;β,λ), where

P`1(x∣D
t;β,λ) = lim

β→∞
Z−1
β,λ exp [−β (

1
2σ2

n

t

∑
µ=1

(yµ −Aµ ⋅x)2 + λ∥x∥1)] , (4.14)

with Zβ,λ a normalization factor dependent on β and λ. It is from this formulation
that the strategy presented in this section is drawn upon. Expression (4.14) suggests
the introduction of the Laplace prior

φ(x;λ) = (2/λ) exp(−λ∥x∥1) (4.15)

in the mean-field posterior distribution (3.23), effectively altering the projection step
of the Bayesian Online Compressed Sensing algorithm to the similar expression

P̃ (x∣Dt;λ) ≃
N

∏
i=1

(
e−a

t
ix

2
i /2+h

t
ixi−λ∣xi∣

Z(ati, h
t
i;λ)

) , (4.16)

where Z(a, h;λ) ∶= ∫ dx exp (−ax2/2 + hx − λ∣x∣) and, ideally, λ = λ̂. The use of
Laplace-like priors is not new in the literature [61, 97, 54], but its introduction as
part of an online algorithm is a novelty [106]. The proposal here, just like in the
previous section, is to introduce an extra step in Algorithm 1 for the estimation of
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λ̂, but otherwise to maintain its structure intact. Note that here also the natural
parameters update equations (3.38) remain unchanged, since they are independent of
choices of prior distributions. On the other hand, the means and variances become,
respectively,

mt
i = (∂/∂hti) lnZ(ati, h

t
i;λ) (4.17)

vti = (∂2/(∂hti)
2) lnZ(ati, h

t
i;λ), (4.18)

paralleling equations (3.24) and (3.25). Below it is devised a learning scheme for λ̂
to occur concurrent with the measurements.

Consider as a representative example the update equations (3.38) for the noisy
standard CS scenario, which can be explicitly written as at+1

i = ati+(A
t+1
i )2/(σ2

n+χ
t+1)

and ht+1
i = hti + A

t+1
i (yt+1 − ∆t+1)/(σ2

n + χ
t+1) + mt

i(A
t+1
i )2/(σ2

n + χ
t+1). Taking the

expected value of daµi = a
µ
i − a

µ−1
i and dhµi = h

µ
i − h

µ−1
i over the measurement vectors

Aµ results in

⟨daµi ⟩Aµ ≃ N
−1/(σ2

n + χ
µ)

⟨dhµi ⟩Aµ ≃ N
−1mt

i/(σ
2
n + χ

µ),

which means all the natural parameters ati = ∑
t
µ=1 da

µ
i typically grow with more and

more measurements (Figure 3.6a). Similarly, whenever x0,i is different from zero, any
parameters hti = ∑

t
µ=1 dh

µ
i exhibit a growth in absolute value lead by the mi factor

(Figure 3.7a). For any fixed λ, these considerations mean that the regularizing
effect of the prior φ(x, λ) in (4.16) would vanish asymptotically in what would be a
typical case of a prior being dominated by the likelihood. At the same time, the limit
λ → ∞ is undesirable, since the soft constraints in P̃λ(x) ≡ P̃ (x∣Dt;λ) due to the
finite value of the natural parameters {(ati, h

t
i)} would not be enough to prevent the

prior distribution to completely dominate the entire approximate posterior, leading
all signal estimates to zero. Thus, in order to keep the signal sparsity always in
focus during the signal reconstruction, an optimal value for λ should be a function
of {(ati, h

t
i)} (i.e. a function of the data Dt). This section’s proposal is that the

optimal estimate for the shrinkage parameter is not static — indeed, we find that
λ̂ ≡ λ̂t is dependent on t.

According to Section 3.1, whenever a probability distribution r(x) is of the ex-
ponential family, i.e. r(x) ∝ ∑k ξksk(x), minimization of DKL(q∣∣r) between r(x)

and any other distribution q(x) with respect to ξk is equivalent to matching the mo-
ments ∫ dxq(x)sk(x) and ∫ dxr(x)sk(x). In particular, given the exact posterior
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distribution P as defined in the L.H.S. of (3.3),

P (x∣Dt) =
P (Dt∣x)φ0(x)

∫ dx
′P (Dt∣x′)φ0(x′)

, (4.19)

minimization of DKL(P ∣∣P̃λ) with respect to λ, i.e. finding λ̂t such that

λ̂t = arg min
λ

DKL(P ∣∣P̃λ). (4.20)

is the same as finding the value of λ which solves the implicit equation

⟨∣x∣⟩P = ⟨∣x∣⟩P̃λ , (4.21)

where ⟨∣x∣⟩P is the best possible estimate for the true sparsity of the original signal,
Q0 ≡ ∫ dx ∣x∣φ0(x). Unfortunately the L.H.S. of expression (4.21) is generally un-
known, but an argument can be made in defense of the approximation ⟨∣x∣⟩P ≃ ∣mt∣.
As more and more measurements are obtained and the approximate posterior dis-
tribution (4.16) concentrates around the true value of the signal, two limits are met:
(a) ⟨∣x∣⟩P̃λ ÐÐ→t→∞

⟨∣x∣⟩P and (b) ⟨∣x∣⟩P̃λ ÐÐ→t→∞
∣⟨x⟩P̃λ ∣. The first limit has been proved

in the large signal size limit N → ∞ in [105] for an exact prior; here its validity is
assumed also in the present scenario. As for the second limit, Minkowski inequal-
ity guarantees that ⟨∣x∣⟩P̃λ ≤ ∣mt∣; with the collapse of the marginal distribution
P̃i(xi) ≡ ∫ dx∖iP̃ (x∣Dt;λ) around the true value x0,i at t →∞, no probability mass
crosses the xi = 0 axis, so that the equality limit is met. Together, these results
mean a good estimate for the solution of (4.21) is given by λ̂t that solves

⟨∣x∣⟩P̃λ ≃ ∣mt∣ (4.22)

for λ, where the R.H.S. can be directly calculated from P̃ (x∣Dt; λ̂t−1). This implicit
expression corresponds to an extra step in the online algorithm for the recovery of the
signal, which is shown in full below (Algorithm 3). It should be noted that numerical
simulations prove what could have been a reasonable assumption: in Figure 4.7 it
is possible to see that in the early stages when only a few measurements have been
obtained, even when the prior is exactly the same as the generative distribution, ∣mt∣

is not an excellent approximation of ⟨∣x∣⟩P . But it is immediately clear that the
approximation gets progressively better with more measurements. For this reason,
we found that the use of a small damping factor γ in the update of λ̂t provides faster
and more accurate learning.

Figure 4.8 shows the average normalized mean squared error over 100 runs of
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Algorithm 3 Online `1-based signal recovery for CS
1: Initialize P (x, λ) ▷ a0

i , h
0
i = 0 (∀i); λ0 = λ

2: while α < αmax do
3: Obtain new measurement yt ∼ P (yt∣At ⋅x0)

4: Update {(ati, h
t
i)} ▷ Eqs. 3.38

5: Find λ̂t ▷ Eq. 4.22
6: Update λt = (1 − γ)λt−1 + γλ̂t

7: Estimate signal means mt
i and variances vti ▷ Eqs. 4.17 and 4.18

8: end while
9: return mt

Figure 4.7: True signal sparsity ⟨∣x0
i ∣⟩ and approximation ⟨∣x∣⟩P̃ with exact prior

φ(x) ≡ φ0(x) = (1−ρ)δ(x)+ (ρ/
√

2π) exp(−x2/2). Gray lines correspond to 100 individual
simulations of the noisy standard CS scenario with N = 1000, ρ = 0.2 and σ2

n = 10−4;
full black line correspond to their average. Dashed line is the true sparsity of the signal
Q0 = ∫ dx0 ∣x0∣φ(x0). Inset: Mean of the average variance of all estimate components. The
absolute value approximation gets progressively better with growing α; in fact, its accuracy
matches the diminishing of the variance. In this case, for α slightly larger than 1 the
approximation is almost exact.

the Online `1-based signal recovery algorithm with λ learning. Two different priors
were used: φ(x) = (1 − ρ)δ(x) + ρg(x) with a Gaussian non-sparse part g(x) =

(1/
√

2π) exp(−x2/2) and a binary non-sparse part g(x) = [δ(x + 1) + δ(x − 1)]/2.
Results are shown for noisy and noiseless standard CS measurements. For a more
precise benchmark, lines corresponding to an altered version of the algorithm where
Q0 is exactly known and therefore does not need to be inferred from the signal
estimates were added to each plot. The results show the viability of the scheme
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presented here as a computationally cheap option for online reconstruction of signals
generated by an unknown distribution. In the four scenarios presented in Figure 4.8,
the error decays approximately exponentially with α.

Figure 4.8: `1-based reconstruction for CS with ρ = 0.1. Figures (a) and (b): g(x) =

(1/
√

2π) exp(−x2/2). Figures (c) and (d): g(x) = (δ(x + 1) + δ(x − 1))/2. All lines cor-
respond to the average of 100 simulations, with Q0 known ( dashed) or estimated through
(4.22) ( full). The top row consists of the noiseless standard CS scenario; the down row
corresponds to the noisy scenario with σ2

n = 10−4. For (a) and (b), all simulations with
estimation of Q0 were produced with γ = 10−3; for (c) and (d), γ = 10−2.

The question might remain of how necessary the λ-learning step really is. To
evaluate the answer in an accurate way, Figure 4.9 shows the normalized recon-
struction error of many fixed values of λ for the noiseless standard CS setting with
a Gauss-Bernoulli prior. Figure 4.9a makes it clear that there is indeed an optimal
value of fixed λ that minimizes the reconstruction error. This value correspond to
λ̄ which minimizes the KL-divergence between the signal generating distribution
φ0(x) and the double-exponential φ(x;λ) ∝ exp(−λ∣x∣). Nevertheless, Figure 4.9b
demonstrates that even λ̄ is sub-optimal — the reconstruction error of the scheme
summarized in Algorithm 3 is always smaller, specially for large α. This corrobo-
rates the remarks made earlier: λ̂t has to typically increase with α in a scale similar
to the other natural parameters in order to keep the sparsity in focus. In fact, this
is exactly the empirically observed behavior (Figure 4.10).
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(a) α = 2 (b) Comparison with Algorithm 3

Figure 4.9: Fixed λ: Bayesian online signal reconstruction for noiseless standard CS
with Laplace prior φ(x;λ) ∝ exp(−λ∣x∣) and signals generated from the Gauss-Bernoulli
distribution φ0(x) = (1 − ρ)δ(x) + ρN (0,1) with ρ = 0.1. (a) Each point represents the
average reconstruction error normalized by Q0 of 100 simulations with N = 1000 at α =

2. Black circle is the “optimal static value” λ̄ ≃ 12.5, whose error is also visible as the
horizontal dash-dotted line. Horizontal dashed line is the reconstruction error obtained
when λ can be learned through Algorithm 3. (b) Reconstruction error for three different
values of fixed λ: λ = 5 (light green), λ = 30 (blue) and λ = λ̄ (dash-dotted), and for the
reconstruction obtained with the Online `1-based signal recovery algorithm for CS. All lines
correspond to the average of 100 simulations with N = 1000.

Figure 4.10: Growth scale of λt in the Online `1-based signal recovery algorithm for
noiseless standard CS. Here, the signal generating distribution φ0(x) = (1 − ρ)δ(x) +
ρN (0,1) with ρ = 0.1 was completely known and therefore the solution to equation (4.21)
was added in an ad-hoc manner. Each curve corresponds to the average of 50 simulations
with N = 1000 Note that λt, just like the natural parameters {(ati, h

t
i)}, typically grows in

an exponential manner in order to keep the reconstructed signal sparsity fixed.





Conclusion

The study of the macroscopic behavior of many interacting components is at the core
of Statistical Physics. With the employment of probabilistic and statistical tools,
physicists have described the most varied physical systems with great success. More
recently, it has become commonplace knowledge that the same techniques used in
Theoretical Physics could be used in the analysis of a large variety of systems of
diverse nature [24, 71, 130] — in particular, Information Systems [84, 93]. From the
many works on the relation of the Physics of disordered systems and error-correcting
codes [127, 129] to the more recent applications in Restricted Boltzmann machines
[121], physicists have contributed to Information Theory novel ways in which to
visualize classical problems.

This thesis has the ambition to bring even more insight into Compressed Sens-
ing from a Statistical Physics point-of-view. Necessary and sufficient conditions for
accurate signal reconstruction have typically been considered by the fields of Math-
ematics and Computer Science. But for very large signals, typical reconstruction
characteristics can be analyzed using techniques such as the replica method. Even
more than that, mean-field theories for disordered systems inspire the formulation
of new techniques and algorithms.

We have shown here the viability of online learning in Compressed Sensing. Using
a Bayesian framework, we have proposed a basic algorithm which performs similarly
to offline techniques in the asymptotic regime and in the presence of noise. We have
also introduced strategies to learn hyper-parameters using physical and information
theoretical concepts. It was shown that priors can be optimized in order to best
represent the signal generating distribution. Simulations and (sometimes extensive)
calculations were used to argue for the truth of the claims here proposed. No doubt
there is a lot more to be done — in real-life situations signals tend to present some
kind of structural order [41, 56] and the full potential of online learning is only
explored in the presence of time-varying signals [32, 128]. Both these scenarios have
not been studied in this thesis and are clear future directions for the results presented
here. In any case, we hope this work serves as a good introduction to the exciting
theory of Compressed Sensing.
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Chapter A

Belief Propagation and the
AMP algorithm

In order to derive the AMP algorithm for Compressed Sensing, we use this section
to introduce in an instructional manner the Belief Propagation theory for efficient
computation of marginal distributions and the particularly relevant formalism of
factor graphs, well-suited for the message passing framework.1

Factor Graphs and Message Passing

Given any probability distribution P (x1, . . . , xN), the (in-)dependence relations be-
tween its variables can be represented in graph-like format. These representations
are generally known as Graphical Models, which perhaps unsurprisingly borrow the
terminology of graph theory. To keep the presentation short and relevant, we will
avoid general definitions and introduce here only the terms deemed important to
the understanding of what follows next.

Graphs G consist of a set of nodes V and a set of edges E. Edges connect nodes,
i.e. each edge e ∈ E is of the form (v,w) with v,w ∈ V . Here we consider two
restrictions: (1) v ≠ w always, which means no self-loops and (2) each pair of nodes
is connected by at most one edge. In general, edges can be directed or undirected —
in the former case they point from one node to another. Graphs can also be bipartite,
in which case V can be divided into two subsets V1 and V2 such that V = V1 ∪ V2

and V1 ∩ V2 = ∅, and every edge is of the form (v1, v2) with v1 ∈ V1 and v2 ∈ V2. A
(undirected) path is a sequence of nodes and edges (v0, e1, v1, e2, v2, . . . , ek, vk) where
edge ei connects nodes vi−1 and vi and edges occur at most once. A path is also said
to connect v0 to vk. A (undirected) cycle (or loop) is a path in which v0 = vk and no

1The content of this section is largely based on [4] and [84].
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other node occurs more than once. A connected graph is a graph where there is a
path from every node v to every node w, with v,w ∈ V . A tree is a connected graph
with no cycles; alternatively, any two nodes in a tree are connected by exactly one
path. Take the set of all shortest distances between all two nodes — the greatest
value in this set is called the diameter of G.

Now consider the variables x = (x1, . . . , xN) and their joint distribution factorized
as

P (x) =
1
Z

M

∏
a=1
ψa(x∂a), (A.1)

with ∂a = {ia1, . . . , i
a
ka
} being a subset of size ka of the set of indexes {1, . . . ,N} and

x∂a = {xia1 , . . . , xiaka}. A factor graph for this distribution is a bipartite, undirected
graph2 built from two types of nodes: each factor ψa is represented by a factor node,
and each variable xi is represented by a variable node. Variable node xj is connected
to factor ψb by an edge if and only if xj ∈ ∂b. As a bipartite graph, there are no
edges between any two factor nodes or between any two variable nodes. We also
define ∂i as the set of function nodes which are connected to variable node xi.

Let’s exemplify this with two simple distributions. Consider first the four variable
Markov chain (Figure A.1):

P (x1, x2, x3, x4) = P (x1∣x2)P (x2∣x3)P (x3∣x4)P (x4). (A.2)

with factors ψ1(x1, x2) = P (x1∣x2), ψ2(x2, x3) = P (x2∣x3), ψ2(x3, x4) = P (x3∣x4) and
ψ4(x4) = P (x4).

x2 x3
ψ1

x4x1
ψ3 ψ4ψ2

Figure A.1: Factor graph of a Markov chain

The second example is a distribution particularly relevant to the Statistical
Physics community — the one-dimensional Ising model

P (s) =
1
Z

e−βH(s), H(s) = −
N−1
∑
i=1

sisi+1 −B
N

∑
i=1
si, (A.3)

with s = (s1, . . . , sN) and si ∈ {+1,−1} (Figure A.2).
Consider the problem of calculating marginals for distributions like (A.1). In

particular, let us take as an example the marginal P (x1) ≡ ∑x2,x3,x4 P (x1, x2, x3, x4)

2That is, each and every one of its edges are undirected.
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ψi

si sj
ψij

Figure A.2: Factor graph of the one-dimensional Ising model

in model (A.2). By definition,

P (x1) = ∑
x2,x3,x4

P (x1∣x2)P (x2∣x3)P (x3∣x4)P (x4), (A.4)

and moving the summation on x4 to the far right results in

P (x1) = ∑
x2,x3

P (x1∣x2)P (x2∣x3)∑
x4

P (x3∣x4)P (x4). (A.5)

The last summation, νψ3→x3(x3) ≡ ∑x4 P (x3∣x4)P (x4) can be understood as a mes-
sage being transmitted by factor ψ3 to the variable x3. This message, on its own,
is also composed by the simple message νψ4→x4(x4) = P (x4) which is transmitted by
factor ψ4 to the variable x4. If we then shift the summation on x3 to the right, we
obtain

P (x1) =∑
x2

P (x1∣x2)∑
x3

P (x2∣x3)νψ3→x3(x3). (A.6)

Here, we can define νx3→ψ2 ≡ P (x2∣x3)νψ3→x3(x3) as a message from variable x3 to the
factor ψ2, and νψ2→x2 = ∑x3 νx3→ψ2 becomes a message from factor ψ2 to the variable
x2. Therefore, following this procedure is equivalent to summarizing all information
of the preceding nodes in an unique function which can be carried through the
graph — this is known as message passing or belief propagation3 (BP). Imagine
each variable xi could assume χ distinct values each. A naive approach to calculate
the marginals here would consist of summing over all configurations, taking a time
O(χN). The belief propagation procedure takes only O(N).

To introduce the algorithm for general graphs, we start by defining the new
variables ν(t)

i→a and ν̂
(t)
a→i, which correspond to messages sent along edge (i, a) from

both directions at iteration t. Message ν(t)
i→a can be interpreted as the estimate at

time t of the marginal distribution of xi in a modified graphical model where the
factor a is non-existing. In other words, the marginal in the distribution P (x) =

(1/Z)∏b≠aψb(x∂b). Message ν̂(t)
a→i has a similar interpretation — it is the estimate

3Alternative names come from different communities which have approached the problem from
different angles. In Statistical Physics, this is called the Bethe-Peierls approximation and in coding
theory this is the sum-product algorithm. Here we adopt belief propagation, which is the terminology
of the artificial intelligence community.
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at time t of the marginal distribution of xi in a modified graphical model where all
factors in ∂i except a have been erased. With these definitions, the BP update rules
are

ν
(t)
i→a(xi) = ∏

b∈∂i∖a
ν
(t)
b→i(xi) (A.7)

ν
(t)
a→i(xi) = ∑

x∂a∖i

ψa(x∂a) ∏
k∈∂a∖i

ν
(t)
k→a(xk), (A.8)

where ∂a ∖ i is the set ∂a with variable i removed. At any moment, an estimate of
the marginal P (xi) can be obtained through

ν
(t)
i (xi)∝ ∏

a∈∂i
ν
(t−1)
a→i (xi). (A.9)

For tree-like graphs with diameter k∗, it can be shown (Theorem 14.1 of [84]) that
the BP equations converge to a fixed-point after at most k∗ interactions and that
these fixed-point messages provide the exact marginals. But here in this work (and
in CS in general) the interest lies in loopy factor graphs. Whilst a general theory
of loopy BP is lacking [84], it is known that equations (A.7) and (A.8) converge
for general graphs, and that in the fixed point the error in approximation (A.9)
depends on how far from a tree the graph actually is. In the next section, it is
assumed that the BP procedure delivers a good approximation of the marginals for
the Bayesian Compressed Sensing model a result which has been already argued for
in [8, 7, 74, 17].

Message Passing for Compressed Sensing

Here we apply the formalism described above to the Bayesian Compressed Sensing
problem. Since the posterior distribution over x is continuous, approximations to
the messages will be introduced, in a procedure known as Approximate Message
Passing [37, 100].

Given the Compressed Sensing problem

P (x∣A,y) =
M

∏
µ=1

P (yµ∣Aµ ⋅x)
N

∏
i=1
φ(xi), (A.10)

with sparse prior φ(x) = (1 − ρ)δ(x) + ρg(x), the BP update equations (messages
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(A.7) and (A.8)) are written

νµ→i(xi) =
1

Zµ→i
∫ ∏

j≠i
dxjνj→µ(xj)P (yµ∣uµ) (A.11)

νi→µ(xi) =
1

Zi→µ
φ(xi)∏

γ≠µ
νγ→i(xi), (A.12)

with uµ ≡ Aµ ⋅ x. Note that messages are not only functions of xi but also can
be thought of as estimates of marginal distributions over altered graphical models
where specific nodes have been removed. Therefore we can take messages (A.11)
and define their averages and variances as

mi→µ ≡ ∫ dxixiνi→µ(xi) (A.13)

vi→µ ≡ ∫ dxix
2
i νi→µ(xi) −m

2
i→µ. (A.14)

Our main objective is to find a Gaussian approximation to (A.11) — the some-
what lengthy calculation below serves this purpose. We begin by introducing the
following identity:

1 ≡ ∫ duµδ (uµ −
N

∑
i=1
Aµixi) = ∫ duµ

1
2π ∫ dûµ exp [−iûµ (uµ −

N

∑
i=1
Aµixi)] (A.15)

and inserting it in equation (A.11), which yields

νµ→i(xi) =
1

2πZµ→i ∫
duµP (yµ∣uµ)∫ dûµ× (A.16)

× exp [−iûµ (uµ −Aµixi)]∏
j≠i
∫ dxjνj→µ(xj) exp (iûµAµjxj)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
≡Ij

.

But since Aµi ∼ O(N−1/2), the exponential inside Ij can be well approximated by its
expansion up to terms of order O(A2

µi). The integral Ij then becomes

Ij ≃ ∫ dxjνj→µ(xj) [1 + iûµAµjxj +
1
2 (iûµAµjxj)

2
]

= ∫ dxjνj→µ(xj) + (iûµAµj)∫ dxjνj→µ(xj)xj +
1
2(iûµAµj)

2
∫ dxjνj→µ(xj)x

2
j

= 1 + (iûµAµj)mj→µ +
1
2(iûµAµj)

2(vj→µ +m
2
j→µ). (A.17)

Now, note that an expansion of exp [(iûµAµjmj→µ) +
1
2(iû

µAµj)2vj→µ] up to order
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O(A2
µj) also yields the same value:

exp [(iûµAµjmj→µ) +
1
2(iûµAµj)

2vj→µ] ≃ (A.18)

1 + (iûµAµj)mj→µ +
1
2(iûµAµj)

2vj→µ +
1
2(iûµAµj)

2m2
j→µ.

This means we can use this correspondence (which is valid with precision of order
O(N−1)) to replace the integral Ij for the exponential in (A.18). The product∏j≠i Ij

in (A.16) can then be readily calculated:

∏
j≠i
Ij ≃∏

j≠i
exp [iûµAµjmj→µ +

1
2(iûµAµj)

2vj→µ]

= {∏
j

exp [iûµAµjmj→µ +
1
2(iûµAµj)

2vj→µ]}×

× exp [−iûµAµimi→µ −
1
2(iûµΦµi)

2vi→µ]

= exp [iûµ(∆µ −Aµimi→µ) −
(ûµ)2

2 (χµ −A2
µivi→µ)] , (A.19)

where the definitions ∆µ ∶= ∑iAµimi→µ and χµ ∶= ∑iA
2
µivi→µ were employed.

If we perform the Gaussian integral of ûµ in (A.16) we shall obtain

νµ→i(xi) =
1

Zµ→i
√

2π(χµ −A2
µivi→µ)

∫ duµP (yµ∣uµ)× (A.20)

× exp [−
(uµ −∆µ −Aµi(xi −mi→µ))2

2(χµ −A2
µivi→µ)

] .

But since A2
µi ∼ O(N−1) while vi→µ ∼ O(1), we can omit the whole term A2

µivi→µ in
the last equation. Also, χµ = ∑iA2

µivi→µ ≃ (1/N)∑i vi→µ. and all χµ become equal
to the average χ ≡ (1/N)∑i vi for N → ∞, eliminating all dependencies on µ. We
can now expand the message (A.11) up to order O(A2

µi) as

νµ→i(xi)∝ ∫ duµP (yµ∣uµ) exp [−
(uµ −∆µ −Aµi(xi −mi→µ))2

2χ ] (A.21)

= ∫ duµP (yµ∣uµ) exp [−
(uµ −∆µ)2

2χ ]

× exp 1
2χ

[(Aµi(xi −mi→µ))
2 − 2(uµ −∆µ)(Aµi(xi −mi→µ))] (A.22)

≃ c0 + c1Aµi(xi −mi→µ) +
1
2c2A

2
µi(xi −mi→µ)

2, (A.23)
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where

c0 ≡ ∫ duµP (yµ∣uµ) exp [−
(uµ −∆µ)2

2χ ] , (A.24)

c1 ≡
∂c0

∂∆µ
= ∫ duµP (yµ∣uµ) (

uµ −∆µ

χ
) exp [−

(uµ −∆µ)2

2χ ] , (A.25)

c2 ≡
∂2c0

∂(∆µ)2 = ∫ duµP (yµ∣uµ)((
uµ −∆µ

χ
)

2
−

1
χ
) exp [−

(uµ −∆µ)2

2χ ] . (A.26)

If we write νµ→i(xi) ≃ c0[1 + (c1/c0)Aµi(xi −mi→µ) +
1
2(c2/c0)A2

µi(xi −mi→µ)2], it
can be even further approximated by

νµ→i(xi) = exp{ln c0 + ln [1 + c1

c0
Aµi(xi −mi→µ) +

1
2
c2

c0
A2
µi(xi −mi→µ)

2]} (A.27)

≃ exp [ln c0 +
c1

c0
Aµi(xi −mi→µ) +

c0c2 − c2
1

2c2
0

A2
µi(xi −mi→µ)

2] (A.28)

= exp [ln c0 −
c1

c0
Aµimi→µ +

c0c2 − c2
1

2c2
0

A2
µim

2
i→µ]

× exp [
c1

c0
Aµixi +

c0c2 − c2
1

2c2
0

A2
µix

2
i −

c0c2 − c2
1

c2
0

A2
µiximi→µ] . (A.29)

Note that all terms dependent on xi are in a Gaussian form, so that we have arrived
at the intended Gaussian approximation for the messages:

νµ→i(xi)∝ exp [−
Fµ→i

2 x2
i +Gµ→ixi] , (A.30)

where

Fµ→i ≡
c2

1 − c0c2

c2
0

A2
µi, (A.31)

Gµ→i ≡
c1

c0
Aµi +

c2
1 − c0c2

c2
0

A2
µimi→µ. (A.32)

With these, the node-to-factor messages are obtained by substitution of (A.30)
in (A.12):

νi→µ(xi) ≃
1

Z̃i→µ
[(1 − ρ)δ(xi) + ρg(xi)] e−(x2

i /2)∑γ≠µ Fγ→i+xi∑γ≠µGγ→i . (A.33)

The closed iterative set of equations (A.13), (A.14), (A.31), (A.32) and (A.33)
already correspond to a message passing algorithm for Compressed Sensing. The
updates of these 2MN messages have a computational cost of O(M2×N +M ×N2).
For large N , it is possible to approximate these messages and write them as M +N
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messages with much cheaper computational cost: O(MN). The next section will
be concerned with the introduction of these approximations.

Approximate Message Passing

All that is left to arrive at a closed-form equation for the means (A.13) and variances
(A.14) is a explicit expression for g(x) in (A.33). When the prior is a Gauss-Bernoulli
distribution, i.e. g(x) = (1/

√
2πσ2) exp [−x2/2σ2], the means and variances of (A.33)

can be directly calculated. They are then given by the following expressions:

mi→µ = Ψm (∑
γ≠µ

Fγ→i,∑
γ≠µ

Gγ→i) , (A.34)

vi→µ = Ψv (∑
γ≠µ

Fγ→i,∑
γ≠µ

Gγ→i) , (A.35)

where

Ψm(s, t) ∶=
ρt

σ(1/σ2 + s)3/2 [(1 − ρ)et2/[2(1/σ2+s)] +
ρ

σ(1/σ2 + s)1/2 ]

−1

(A.36)

and

Ψv(s, t) ∶=
ρ

σ(1/σ2 + s)3/2 (1 + t2

1/σ2 + s
)×

× [(1 − ρ)et2/[2(1/σ2+s)] +
ρ

σ(1/σ2 + s)1/2 ]

−1

−Ψ2
m(s, t). (A.37)

Equations (A.13) and (A.14) are then, according to (A.9),

mi = Ψm (∑
γ

Fγ→i,∑
γ

Gγ→i) , (A.38)

vi = Ψv (∑
γ

Fγ→i,∑
γ

Gγ→i) . (A.39)

Let us introduce a specific format for the likelihood P (yµ∣uµ) as well and consider
the standard noisy Compressed Sensing scenario

P (yµ∣uµ) =
1

√
2πσ2

n

exp [ −
1

2σ2
n

(yµ − uµ)2].

This specification allows the calculation of the cj constants (A.24), (A.25) and
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(A.26), so that

Fµ→i =
A2
µi

∆µ +∑j≠iA
2
µjvj→µ

=
A2
µi

∆µ + γµ −A2
µivi→µ

, (A.40)

Gµ→i =
Aµi (yµ −∑j≠iAµjmj→µ)

∆µ +∑j≠iA
2
µjvj→µ

=
Aµi (yµ − ωµ +Aµimi→µ)

∆µ + γµ −A2
µivi→µ

, (A.41)

where we defined the summations ωµ ∶= ∑j Aµjmj→µ and γµ ∶= ∑j A
2
µjvj→µ.

The Approximate Message Passing algorithm is obtained by taking the limit
of N → ∞, simplifying even more the formulas above. With the reminder that
Aµi ∼ O(1/N), we can define the macroscopic variables

Ui ∶=∑
µ

Fµ→i ≃∑
µ

A2
µi

∆µ + γµ
, (A.42)

and
Vi ∶=∑

µ

Gµ→i ≃∑
µ

Aµi
yµ − ωµ

∆µ + γµ
+Ψa (Ui, Vi)∑

µ

A2
µi

1
∆µ + γµ

. (A.43)

Parameters ωµ and γµ by themselves can also be simplified in this regime. With

mi→µ = Ψa (Ui − Fµ→i, Vi −Gµ→i) (A.44)

= Ψa(Ui, Vi) − Fµ→i
∂Ψa(u,Vi)

∂u
∣
Ui
−Gµ→i

∂Ψa(Ui, v)

∂v
∣
Vi
, (A.45)

they become

ωµ =∑
i

Aµimi→µ =∑
i

AµiΨa(Ui, Vi) −
yµ − ωµ

∆µ + γµ
∑
i

A2
µi

∂Ψa(Ui, v)

∂v
∣
Vi

(A.46)

and

γµ =∑
i

A2
µivi→µ =∑

i

A2
µiΨv(Ui, Vi) −

yµ − ωµ

∆µ + γµ
∑
i

A3
µi

∂Ψv(Ui, v)

∂v
∣
Vi
≃∑

i

A2
µiΨv(Ui, Vi).

(A.47)
The system of iterative equations (A.42), (A.43), (A.47) and (A.46) is what is

known as the Approximate Message Passing algorithm. Expressions (A.38) and
(A.39) tell us that, at any iteration, an estimate of the original signal might be
obtained from mi = Ψm (Ui, Vi) and vi = Ψv (Ui, Vi), effectively closing the system.
Chapter 2 (and particularly Figure 2.1) presents results from simulations of this
scheme. In Figure 2.3 it is possible to see the convergence between results obtained
with the AMP algorithm and the replica prediction for infinite systems.





Chapter B

1-bit Compressed Sensing

Alternative to the Standard Compressed Sensing scenario, in 1-bit Compressed Sens-
ing all measurements yµ go through a quantizer in the form of a comparator to zero.
In other words, all measurement amplitudes are discarded and the only information
left is their signals. They can be written

y = sgn(Ax0), (B.1)

where sgn(u) = u/∣u∣ for x ≠ 0 (and sgn(0) = 0) is a function applied to each element
uµ0 ≡ Aµ ⋅x0 independently. In presence of additive noise, we consider

y = sgn(Ax0 + ξ), (B.2)

with ξ = (ξµ), and ξµ ∼ N (0, σ2
n). A measurement process like this results in obvious

loss of information meaning one cannot expect to recover the signal x0 exactly, even
for M > N . This means that, like in the Online CS setting, the range of interest
for the parameter α changes. In traditional Compressed Sensing problems, it is of
common interest to have α < 1 otherwise other solution methods could be used. In
1-bit CS the interest lies in α ≫ 1. The connection with Online CS is then made
clear — both rely on the theoretical framework of Compressed Sensing while at
the same time giving up on the main goal of reducing measurement numbers in
order to achieve other objectives. Nevertheless, the case is of interest since these
comparators to zero are fast and inexpensive hardware devices which do not saturate
[14]. In situations where perfect recovery is not required and the cost of data storage
(quantified by the total number of bits needed to store the measurements) is high,
discarding the amplitude information can be highly advantageous, since it greatly
reduces the amount of data needed to store and/or transmit the results. In the 1-bit
CS scenario, measurements are considered to be extremely cheap in stark contrast
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to storage, which is considered expensive.

Following the spirit of traditional CS, Boufounos and Baraniuk [14] introduced
the idea of 1-bit CS with a proposed signal reconstruction technique of the same
`1-minimization form that was already proven successful in the field. But whereas
in Standard CS it was desirable that any solution x obeyed y = Ax (at least close
enough), this is too hard of a constraint in a formalism like this. Instead, this
requirement is relaxed to the notion of consistency: since it is impossible to recover
the signal exactly, it is at least desirable that the reconstructed signal x gives rise to
the same measurements y in case it was to be measured in the same way x0 was. In
other words, any successful reconstruction xmust obey (sgn(Aµ⋅x0)) = (sgn(Aµ⋅x))

for all µ = 1, . . . M . This expression can also be written

(sgn(Ax0))
µ(sgn(Ax))µ ≥ 0. (B.3)

There is one caveat, though — by the very nature of the measurements, if any
solution x is consistent then kx is also consistent for every 0 < k ≤ 1. This implies
that a minimization algorithm would then drive the solution to x = 0 always, since
∥kx∥1 = k∥x∥1 < ∥x∥1. For this reason it is desirable to constrain the solution to
the `2 unity sphere, eliminating this ambiguity while at the same time reducing
the optimization search space. The (P1) problem then becomes, in the 1-bit CS
formalism:

x̂ = arg min
x

∥x∥1 s.t. Y Ax ≥ 0 and ∥x∥2 = 1, (B.4)

where Y ∶= diag(y1, . . . , yM) is a M ×M matrix with the elements y1, . . . , yM in its
diagonal.

A Bayesian approach can be formulated for 1-bit CS as well and it is guaranteed
to achieve optimal performance [137]. The posterior distribution for the noiseless
inference problem becomes

P (x∣A,y)∝
N

∏
i=1

[(1 − ρ)δ(xi) + ρg(xi)]
M

∏
µ=1

Θ[yµAµ ⋅x], (B.5)

paralleling equation (2.7). Here, Θ(x) = 1 for x ≥ 0 and Θ(x) = 0 otherwise. A
replica analysis of (B.5) can also be made — in fact, under the replica symmetric
conditions, the calculation is exactly the same as the one shown in Chapter 2, up to
the free energy expression (2.16). When perfect knowledge of the signal generating
distribution is available, the introduction of the noiseless 1-bit CS measurement
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model P (y∣u)∝ Θ(yu) leads to the following saddle-point equations:

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

q = ∫ Dt
(∫ dxxe

− q̂2x
2+

√
q̂txφ(x))

2

∫ dxe
− q̂2x

2+
√
q̂txφ(x)

q̂ =
α

π
√

2π(ρ − q) ∫
dt

exp [−
ρ+q

2(ρ−q)t
2]

H (
√

q
ρ−q t)

.

(B.6)

Solutions to these equations (as well as for the noisy case, which is not calculated
here), are shown in Section 3.3 to serve as a benchmark for the Bayesian Online
Compressed Sensing algorithm performance.
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[2] Akçakaya, M., and Tarokh, V. Shannon-theoretic limits on noisy com-
pressive sampling. IEEE Transactions on Information Theory 56, 1 (2010),
492–504.

[3] Amari, S.-i., and Nagaoka, H. Methods of Information Geometry. Amer-
ican Mathematical Soc., 2007.

[4] Barber, D. Bayesian Reasoning and Machine Learning. Cambridge Univer-
sity Press, 2012.

[5] Baron, D., Duarte, M. F., Wakin, M. B., Sarvotham, S., and Bara-
niuk, R. G. Distributed compressive sensing. arXiv:0901.3403, 2009.

[6] Baron, D., Sarvotham, S., and Baraniuk, R. G. Bayesian compres-
sive sensing via belief propagation. IEEE TRANSACTIONS ON SIGNAL
PROCESSING 58-1 (2010), 269.

[7] Bayati, M., Lelarge, M., Montanari, A., et al. Universality in poly-
tope phase transitions and message passing algorithms. The Annals of Applied
Probability 25, 2 (2015), 753–822.

[8] Bayati, M., and Montanari, A. The dynamics of message passing on
dense graphs, with applications to compressed sensing. IEEE TRANSAC-
TIONS ON INFORMATION THEORY 57-2 (2011), 764.

[9] Bayes, M., and Price, M. An essay towards solving a problem in the
doctrine of chances. by the late rev. mr. bayes, frs communicated by mr.
price, in a letter to john canton, amfrs. Philosophical Transactions (1683-
1775) (1763), 370–418.

[10] Berger, J. O. Statistical decision theory and Bayesian analysis. Springer
Science & Business Media, 2013.

[11] Berger, M. Geometry I. Springer Science & Business Media, 2009.

[12] Bernoulli, J. Ars conjectandi. Impensis Thurnisiorum, fratrum, 1713.

129



130

[13] Biehl, M., and Riegler, P. On-line learning with a perceptron. EPL
(Europhysics Letters) 28, 7 (1994), 525.

[14] Boufounos, P. T., and Baraniuk, R. G. 1-bit compressive sensing. In
Information Sciences and Systems, 2008. CISS 2008. 42nd Annual Conference
on (2008), IEEE, pp. 16–21.

[15] Broderick, T., Boyd, N., Wibisono, A., Wilson, A. C., and Jor-
dan, M. I. Streaming variational bayes. In Advances in Neural Information
Processing Systems (2013), pp. 1727–1735.

[16] Bulaevskii, L., Panyukov, S., and Sadovskii, M. Inhomogeneous su-
perconductivity in disordered metals. Zh. Eksp. Teor. Fiz. 92, 2 (1987), 672–
688.
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Krzakala, F. Inferring sparsity: Compressed sensing using generalized re-
stricted boltzmann machines. In Information Theory Workshop (ITW), 2016
IEEE (2016), IEEE, pp. 265–269.

[123] Tropp, J. A. Greed is good: Algorithmic results for sparse approximation.
IEEE Transactions on Information theory 50, 10 (2004), 2231–2242.

[124] van den Berg, E., and Friedlander, M. P. SPGL1: A solver for large-
scale sparse reconstruction, June 2007. http://www.cs.ubc.ca/labs/scl/spgl1.

[125] van den Berg, E., and Friedlander, M. P. Probing the pareto fron-
tier for basis pursuit solutions. SIAM Journal on Scientific Computing 31, 2
(2008), 890–912.

[126] Van den Broeck, C., and Reimann, P. Unsupervised learning by exam-
ples: On-line versus off-line. Phys. Rev. Lett. 76 (1996), 2188.

[127] Vicente, R. Statistical Physics of Error-Correcting Codes. PhD thesis, Aston
University, 2001.

[128] Vicente, R., Kinouchi, O., and Caticha, N. Statistical mechanics of
online learning of drifting concepts: A variational approach. Machine Learning
32 (1998), 179.

[129] Vicente, R., Saad, D., and Kabashima, Y. Low-density parity-check
codes: A statistical physics perspective. Advances in Imaging and Electron
Physics 125 (2002), 231–353.



138

[130] Vicente, R., Susemihl, A., Jericó, J. P., and Caticha, N. Moral
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